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RESEARCH PAPER
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aCentre for Health Informatics, Australian, Institute of Health Innovation, Macquarie University, Sydney, NSW, Australia; bNational Centre for
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ABSTRACT
Introduction: Human papillomavirus (HPV) vaccine coverage in Australia is 80% for females and 76% for
males. Attitudes may influence coverage but surveys measuring attitudes are resource-intensive. The
aim of this study was to determine whether Twitter-derived estimates of HPV vaccine information
exposure were associated with differences in coverage across regions in Australia.
Methods: Regional differences in information exposure were estimated from 1,103,448 Australian
Twitter users and 655,690 HPV vaccine related tweets posted between 6 September 2013 and
1 September 2017. Tweets about HPV vaccines were grouped using topic modelling; an algorithm for
clustering text-based data. Proportional exposure to topics across 25 regions in Australia were used as
factors to model HPV vaccine coverage in females and males, and compared to models using employ-
ment and education as factors.
Results: Models using topic exposure measures were more closely correlated with HPV vaccine coverage
(female: Pearson’s R = 0.75 [0.49 to 0.88]; male: R = 0.76 [0.51 to 0.89]) than models using employment
and education as factors (female: 0.39 [−0.02 to 0.68]; male: 0.36 [−0.04 to 0.66]). In Australia, positively-
framed news tended to reach more Twitter users overall, but vaccine-critical information made up
higher proportions of exposures among Twitter users in low coverage regions, where distorted char-
acterisations of safety research and vaccine-critical blogs were popular.
Conclusions: Twitter-derived models of information exposure were correlated with HPV vaccine cover-
age in Australia. Topic exposure measures may be useful for providing timely and localised reports of
the information people access and share to inform the design of targeted vaccine promotion
interventions.
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Introduction

The human papillomavirus (HPV) vaccination was intro-
duced for Australian girls in 2007 and extended to include
boys in 2013. Coverage rates in girls ranged from 62.9% to
85.6% in 2015–2016 and 62.5% to 83.5% for boys in the same
time period.1 Early evidence of the impact of HPV vaccination
in Australia suggests substantial decreases in the prevalence of
HPV type infections and the incidence of cervical lesions.2

While healthcare access is a critical factor affecting coverage
for vaccination programs internationally, attitudes and beliefs
also play a role in uptake.3

Acceptance is an ongoing challenge to HPV vaccination.
Factors associated with parental acceptance of HPV vaccines
and measures of uptake have been found to be associated with
vaccine attitudes, 4,5 and there is evidence showing that pro-
vider recommendation increases uptake.6-8 Studies that exam-
ine educational interventions designed to improve acceptance
have not provided conclusive evidence of effectiveness.9

The availability of online search engines and social media
have provided faster access to a broader range of health
information, including evidence-informed health

communications. However, this broadening of information
access has also meant broader access and exposure to mis-
information and misinformed opinions.10-12 This may also
affect HPV vaccination decision-making.13 In Australia,
reporting of the HPV vaccine in the media has varied, with
positive messages and health promotion campaigns from
health departments and researchers, as well as occasional
negative media coverage typically describing concerns about
safety.14 However, Australians access health information from
many places other than Australian news media, and it is not
clear how much of what Australians see about HPV vaccines
is related to safety concerns and conspiracies, or whether
certain sub-populations or communities are disproportio-
nately more often exposed to vaccine critical information.

Surveys have been used to sample vaccine attitudes and
specific concerns relative to demographics or geography,
including for HPV vaccines. Twitter, a social media platform,
can be used to observe the types of information that people
share and the opinions they express, and this approach has
been used to characterise opinions about vaccination and
a range of other public health issues.15-21 For population
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level studies that use Twitter to complement survey-based
approaches to sampling attitudes, advantages are its size
(from a population of 24.6 million Australians, there are
4 million monthly active users on Twitter), accessibility, and
relatively low costs. The major disadvantages for population-
level studies include substantial biases in representativeness,
22,23 imperfect inference methods for accounting for geogra-
phy and demographics, and the volume of flawed studies that
may draw conclusions from counting tweets.24-29 Used prop-
erly, localised measures of what Twitter users post as tweets
(as well as estimates of the information to which they may be
exposed) could improve knowledge and attitudes about HPV
vaccines by providing localised, real time information
enabling better targeted health promotion and media
messaging.

In our previous work on the representation of HPV vac-
cines on Twitter, we found that the opinions Twitter users
express can be robustly predicted from who they follow; 30

that prior exposure to negative information about HPV vac-
cines is associated with later expression of negative opinions;
31 and that vaccine-critical Twitter users in Canada, the
United Kingdom, and Australia tend to be better connected
than vaccine-positive users.32 In these studies, vaccine-critical
tweets were identified using a supervised machine learning
method that takes a manually-labelled sample and learns how
best to classify subsequent tweets. In what follows, vaccine-
critical is defined as being the expression of negative or
opposing views about HPV vaccination. Our research has
also shown that specific topics about HPV vaccines cluster
within communities creating an uneven distribution in expo-
sure to vaccine critical information, 33 and that measures of
topic exposure were correlated with differences in state-level
HPV vaccine coverage in the United States.34 These studies
used an unsupervised machine learning method called topic
modelling to find natural clusters in the words and phrases;
and evaluated the topics by manually checking whether
a human would make the same choices as a machine when
separating groups of tweets.

In this study, our aim was to examine exposure to HPV
vaccine related topics among Australian Twitter users to
examine associations with HPV vaccine coverage. To derive
measures of potential information exposure among Australian
Twitter users, we used a machine learning method to classify
all known tweets related to HPV vaccines into topics and
described groups of similar topics within 6 themes. We then
identified any Australian Twitter users who may have seen
those tweets by inferring location from their user profile
information, aggregated those data into a set of 25
Australian regions, and constructed multivariable regression
models examining how differences in exposure to certain
themes was correlated with differences in HPV vaccine cover-
age across those regions, comparing the results to baseline
models constructed using information about levels of employ-
ment and education.

Results

We analysed potential exposure to 655,690 HPV vaccine
related tweets (from 212,891 unique Twitter users) posted to

Twitter between 6 September 2013 and 1 September 2017. Of
the 218.2 million user accounts following one or more of the
212,891 users posting about HPV vaccination, the Nominatim
gazetteer was used to infer the locations of 80.8 million.
Among these users, we were able to resolve 6,113,647 to
Australia but not at a level of granularity that would allow
for mapping into a PHN-based region, and 1,626,276 were
resolved to cities and regions in Australia that could be
mapped into one of 25 regions used in the analysis.

From a total of 21.5 million potential exposures, individual
regional area exposure counts varied from 6,849 (Western
Queensland) to 7.34 million (Sydney). Across the set of 30
topics, the total number of unique Australian Twitter users
exposed to each topic (see Appendix Table 1) varied from
125,673 (topic 25; vaccine-critical discussions of rights and
freedoms) and 128,006 (topic 28; pharmaceutical industry con-
spiracy theories and harms), to 427,233 (topic 10; international
stories of positive impact including from Australia) and
578,292 (topic 9; new research showing a reduction in HPV
incidence in the United States). As an example, proportional
exposure to topic 2 (individual stories of adverse events and
harm, mostly from the United States) was highest in Nepean
Blue Mountains (15.4%), Northern Queensland (4.65%), Gold
Coast (4.36%), Perth South (4.25%), and Tasmania (4.01%).

The modelling analysis showed that Twitter-derived pro-
portional topic exposure measures were correlated with dif-
ferences in 2016 HPV vaccine coverage across the 25 regions
in Australia (Table 1). The topic exposure models produced
consistent results for vaccination coverage in female adoles-
cents (Pearson’s R = 0.75; 95% CI 0.49 to 0.88, using 7 of 31
topics as factors) and male adolescents (R = 0.76; 95% CI 0.51
to 0.89, using 9 of 31 topics as factors). Estimates of HPV
vaccine coverage from models constructed using the topic
exposure measures produced stronger correlations with
observed HPV vaccine coverage than the estimates of cover-
age from models constructed using only socioeconomic fac-
tors for both female adolescents (R = 0.39; 95% CI −0.02 to
0.68, using 3 of 4 factors) and male adolescents (R = 0.36; 95%
CI −0.04 to 0.66, using 3 of 4 factors).

Using the intrusion tests to produce a hierarchical decom-
position of the topics based on their semantic similarity, we
identified 6 themes, which we describe as Groups (Figure 1).
Through content analysis, we found that Groups I, II, and III
comprised entirely negative or mostly negative topics, and
Groups IV, V, and VI comprised entirely positive or mostly
positive topics (Table 2).

Table 1. Models of HPV vaccination coverage for 31 Twitter-derived topic
exposure and 5 socioeconomic factors in 25 combined Primary Health
Network regions in Australia.

Model Factors used Pearson’s R (95% CI) r2

Adolescent female coverage
Employment 2/2 0.33 [−0.09 to 0.65] 0.07
Employment and education 3/4 0.39 [−0.02 to 0.68] 0.11
Twitter-derived topic exposure 7/31 0.75 [0.49 to 0.88] 0.54
All factors 6/35 0.63 [0.30 to 0.82] 0.36
Adolescent male coverage
Employment 2/2 0.34 [−0.06 to 0.65] 0.08
Employment and education 3/4 0.36 [−0.04 to 0.66] 0.09
Twitter-derived topic exposure 9/31 0.76 [0.51 to 0.89] 0.55
All factors 14/37 0.90 [0.78 to 0.95] 0.80
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Exposure to the individual topics and Groups varied over
time and region, exhibiting the typical burst-like patterns
associated with issues that receive intermittent news media
coverage (Figure 2). Most stories associated with the largest
peaks in potential exposure related to news media events
including the release of new data and research about the

impact that HPV vaccines are expected to have on cervical
cancer in Australia and elsewhere, or debates about the repre-
sentation and amplification of vocal vaccine critics in the
news media.

There were clear city-level differences in information expo-
sure (Figure 3). While we found that Twitter users in cities
located in Primary Health Networks (PHNs) with lower vac-
cination rates tended to also have higher proportional expo-
sure to themes with vaccine critical topics, we also noted
specific nuanced differences. For example, the Gold Coast
and Hobart were both characterised by disproportionate levels
of exposure to each of the themes comprising mostly negative
topics and both were in PHNs with lower HPV vaccine cover-
age rates. However, cities like Newcastle had less consistent
patterns of exposure, including higher proportional exposure
to health promotion topics, lower proportion exposure to
research stories presented in mainstream news media, higher
proportional exposure to pharmaceutical industry and politi-
cal conspiracies, and lower proportional exposure to misre-
presentations of safety research. The results indicated nuanced
differences in the representation of health promotion, safety
concerns, research, and distrust of governments and industry
across cities and regions in Australia; suggestive of strategies
that could be used to localise health promotion strategies and
communication training for health practitioners.

Discussion

Population-level measures of information exposure derived
from Twitter can be used to model regional differences in
HPV vaccine coverage in Australia. The results indicated that
models using topic exposure measures produced coverage

Figure 1. The hierarchical structure of topics determined from the set of intrusion tests performed over the 30 topics (Appendix 1), and included in one of 6 groups
(Table 2). Exposure counts represent the total number of unique Australian Twitter users (of those localised to one of the 25 geographical regions) who may have
been exposed to tweets from that topic. Orange groups tend to include mostly negative topics and cyan groups tend to include mostly positive topics. Differences in
colour were used to denote groups across figures.

Table 2. Topics group descriptions and total potential exposure counts.

Group
Localised
exposures Description

I 2,999,860 Conspiracy theories, misrepresentations of safety
research published in journals without rigorous peer
review, and one media controversy (a television show
hosted by Kate Couric in the United States).

II 2,931,294 Mostly tweets that were vaccine-critical, links to blog
posts and YouTube videos describing individual harms
and adverse events, but also included mixed positive
and negative opinions about a media controversy (the
reversal of an example of false balance in the Toronto
Star newspaper).

III 3,106,994 Mixed positive and negative topics including
discussions about individual experts in the area,
parental decision making, research on the effects of
different numbers of doses, and experiential tweets.

IV 3,462,772 All positive topics that included information for
clinicians, discussions of the use of HPV vaccines in
boys, and new research showing that HPV vaccination
was not linked to riskier sex.

V 4,821,648 All positive topics describing coverage, new research
about rates of HPV in the United States, and stories
about vaccination coverage and successes from
outside of the United States (including Australia).

VI 4,095,442 Mixed positive and negative topics, including debates
about research and the link between HPV and cervical
cancer, and discussions about policy and guidelines
(including HPV vaccines for boys and gay men), and
meta-discussions about misinformation and anti-
vaccine rhetoric.
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Figure 2. Potential exposures among Australian Twitter users per week in the period 6 September 2013 to 1 September 2017. Peaks correspond to (a) Australian
research showing cervical cancer risk was reduced; (b) Canadian and Australian research showing cervical cancer risk was reduced; (c) Reduction in cervical cancer risk
in the United States; (d) discussions of coverage rates in Australia and reduction in risk in New Zealand; (e) research showing that one dose may be enough; (f)
debates about the representation of HPV vaccines on a television show hosted by Katie Couric; (g) responses to the reversal of a false balance story written in the
Toronto Star newspaper; and (h) videos and stories of adverse events and harm.

Figure 3. Examples of topic exposure within individual cities in Australia by topic group (I-VI, inset), where bars represent the city-level difference in proportional
exposure to each of the 6 topic groups relative to proportional exposure for all Australian Twitter users. The map illustrates differences in HPV vaccine coverage
(population-weighted 3 dose completion aggregated for female and male adolescents) across the 31 Primary Health Networks (PHNs).
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estimates that were more closely correlated with observed
coverage than models derived from employment and educa-
tion data. Australian Twitter users often follow users posting
international news and information about HPV vaccines,
showing that what happens elsewhere in the world is an
important part of the information diet of Australians. While
news coverage of research, vaccine promotion, and other
positive messaging make up most of the HPV vaccine related
information Australian Twitter users are likely to see, misin-
formation and vaccine critical stories are more common in
cities and regions with lower HPV vaccine coverage. Our
findings suggest that Twitter-derived measures of information
exposure are correlated with HPV vaccine coverage in
Australia. However, the results do not indicate whether differ-
ences in information exposure predict or reflect differences in
HPV vaccination behaviours.

The results are generally consistent with our previous
research on HPV vaccines on Twitter.31 Similar results were
found when modelling state-level coverage in the United
States, where Twitter-derived models outperformed models
based on data from the US Census Bureau. In a comparison
between the United Kingdom, Canada, and Australia, Twitter
users who were critical of HPV vaccines were found to be
better connected across countries compared to users who
posted other HPV vaccine information.32 The attention of
Twitter users in the United States was more likely to be
consumed by North American stories presented in the mass
media.34 While these media-based controversies were not as
dominant in the information diets of Australian Twitter users,
news media appears to play a key role in shaping what people
may have seen. This suggests that mainstream media retain an
agenda setting role in framing public discussions and that
a substantial proportion of information exposure about HPV
vaccination on Twitter is driven by mainstream media. In
a study where community detection algorithms were used to
identify communities of Twitter users, 33 certain topics were
found to be more commonly shared in certain communities,
and this is reflected in the regional heterogeneity of informa-
tion exposure in Australia.

The methodological approach of this study matches
closely with this previous work, 34 and both studies draw
on methods used to examine county-level associations
between what people post on Twitter and cardiovascular
mortality.35 While there are a range of other studies that
have examined the representation of vaccines and vaccina-
tion on Twitter, and methods for undertaking surveillance
on the platform for public health applications are improv-
ing, 36 we know of no other studies in vaccination that use
the follower network to estimate information exposure of
Twitter users by location. Results may differ through using
other ways of sampling information exposure among
Twitter users (such as a sentinel-based approach) and
other approaches to characterising outcomes by location
or community (such as community detection algorithms
and the use of validated survey instruments). Similarly,
alternatives to topic modelling might be considered for
characterising information exposure among Twitter users,
including measures of the quality and credibility of the
webpages to which tweets link.

The results of this study may have implications for
public health practice. Organisations that undertake cam-
paigns to improve awareness, knowledge and attitudes
related to HPV vaccination may rely on surveys for infor-
mation about gaps in knowledge and specific concerns.
Survey development, sampling, analysis and reporting can
be resource-intensive and slow. When indications of
increased concern arise, the results of such investigations
may be provided long after a timely response is indicated.
For these instances, measures of topic exposure may be
rapid and reasonable indicators of prevailing attitudes
within a city or region and our findings suggest they also
have the potential to reflect behavioural indicators, in this
case HPV vaccine uptake. Hence a surveillance system that
monitors information exposure via social media may pro-
vide a complementary source of information for informing
the design of campaigns and broader communication plan-
ning that is low-cost, provides localised information, and is
effectively real-time. Note however that correlations
between several years of topic exposure and HPV vaccine
coverage in one year do not demonstrate that these mea-
sures are a robust indicator of local knowledge and atti-
tudes, but they are suggestive.

There were several limitations to the study. Like most
surveys undertaken to measure vaccine attitudes, observing
users on Twitter does not produce a representative sample of
a population.22

Population-level measures of information exposure
represent only the types of information to which Twitter
users are exposed and only the information to which they
are exposed on Twitter. In addition, only users that
included reconcilable information about their location in
their user profiles were included in the analyses, which may
introduce further biases. While the measures we proposed
and evaluated are demonstrably correlated with coverage,
they are not a replacement for studies that couple media
diaries and survey instruments for hesitancy and intent,
which can reveal individual-level associations between
information exposure and attitudes. Measures of potential
information exposure were imperfect and relied on
a snapshot of the follower lists of Twitter users who posted
about HPV vaccination. Twitter users who were suspended,
became private, or deleted their accounts were not included
in the study but they may have had some influence on
information exposure that was not measured. Not only
may changes in the follower network and other interactions
on Twitter modify information exposure for Australian
Twitter users, but information exposure on Twitter may
not be a good proxy for the information to which people
are exposed outside of social media.

The results show that despite the potential for biases in this
proxy measure of information exposure, estimates from
Twitter-derived models exhibited stronger correlations than
estimates from models derived from socioeconomic factors.
Further, we did not include a measure of access to primary
care in our models. In Australia, vaccines are largely delivered
via school-based programmes or publicly-funded community
health services so factors related to access to HPV vaccine are
less likely to be associated with access to primary care. Finally,
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the analyses did not consider temporal changes in vaccine
coverage in Australia nor coverage outcomes based on differ-
ent numbers of doses.

Conclusion

Regional measures of potential exposure to HPV vaccine
information derived from Twitter data are more closely cor-
related with HPV vaccine coverage than regional measures
derived from publicly available data about employment and
education in Australia. Despite the potential biases associated
with using a non-representative sample of more than
1 million Australian Twitter users, topic exposure measures
may be useful as real-time, localised estimates of the specific
issues and concerns circulating within cities and regions in
Australia and could be used to better target and prioritise
public health communication activities.

Materials and methods

Study data

The Twitter Application Programming Interface (API) was
used to search Twitter for tweets that include HPV vaccine
related keywords since September 2013 and included combina-
tions of keywords “cervical”, “cervarix”, “hpv”, “human papil-
lomavirus”, “vaccine”, “vaccination”, and “gardasil”. Details of
how the keywords were used to identify, capture, and store
tweets are reported elsewhere.30,34 In this study, all HPV vac-
cine related tweets posted between 6 September 2013 and
1 September 2017 were included. After removing tweets from
users who were subsequently suspended, became protected
(private), or had their accounts deleted, the dataset included
655,690 HPV related tweets from 212,891 unique Twitter
accounts. Information extracted from each tweet included the
text of the message, lists of the websites linked in the tweet
(URL), the timestamp of when the tweet was posted, and the
user identifier. Retweets were collected in the same way.

Each time a new user posting about HPV vaccines was
encountered, the Twitter API was used to collect a list of the
user’s public followers. Because of limits on the use of this
functionality in the Twitter API, these lists were retrieved
once per user and there may have been a delay (hours to
days) between the time the user posted their first tweet about
HPV vaccines and when the complete follower list was col-
lected. For each new unique follower, user profile information
was collected, including a field designated for describing
a user’s home location.

Nominatim, 37 a gazetteer, was used to extract location
information from all followers of all users who posted at least
once about HPV vaccines during the study period. Twitter
users provide information about their home locations in their
user profile as free text and this information needs to be
interpreted to be able to map them into a consistent geogra-
phical framework. Nominatim takes text as input and returns
a set of possible locations with a score related to its confidence
about those locations. A local implementation of Nominatim
was used to reconcile user profile information and identified
the set of all followers located in Australia. Note that the study

design does not include locating users who may not have been
exposed to any HPV vaccine related tweets.

Australia uses multiple systems for segmenting the country
into geographical regions. The 31 PHNs in Australia include
between 62,030 (Western Queensland) and 1.61 million
(North-Western Melbourne) Australians. Because Twitter
users typically do not distinguish between different parts of
the same city, PHNs for cities were combined to produce
a total of 25 PHN-based regions. Australian Twitter users
were assigned to exactly one of those regions and if their
home location could not be resolved at that level, they were
not included in the analyses.

The 25 regions were characterised by socioeconomic differ-
ences using public data reported for employment (2 factors:
proportion with part time employment and full-time employ-
ment); and levels of education (2 factors: proportion who have
completed high school or equivalent and Bachelor level higher
education). The rationale for selecting these factors and exclud-
ing others such as access to primary healthcare services was
based on evidence of variation in HPV vaccine coverage in
Australia.38,39 Where PHNs were combined for analysis, the
values for each of the factors were aggregated by weighting by
population. While remoteness appears to be a factor associated
with HPV vaccine coverage, this information is currently only
reported as maps and not as population-weighted composite
scores for PHNs in Australia, so it was not included as a factor
in the models. The result was a set of 4 factors (2 for employ-
ment and 2 for education) characterising the socioeconomic
differences across the 25 regions in Australia.

HPV vaccine coverage estimates were provided by the
National HPV Register, which includes detailed information
about the number of people in Australia who have received
HPV vaccinations, including the number of doses and demo-
graphic data such as age, sex, and area of residence.40 Registry
data for 2016 were reported by the Australian Institute of Health
and Welfare by PHN.1,41 The data are reported by the total
number of adolescent male and female HPV vaccine recipients
and the total number of adolescents residing in each PHN, so
where PHNs were combined as regions for analysis with the data
from Twitter, HPV vaccine coverage was aggregated by combin-
ing the number of recipients and populations.

Data analysis

Topic modelling is an unsupervised machine learning techni-
que used to find natural clusters in the language of a large
collection (a corpus) of documents. Our previous work using
topic modelling for clustering HPV vaccine tweets found that
the Dirichlet Multinomial Mixture (DMM) model42 config-
ured to generate 30 topics produced a useful set of topics.33

Topic modelling is applied by specifying in advance the num-
ber of topics that should be used to represent the set of
documents but does not require the pre-specification of the
nature of the topics, as would be typical of a supervised
machine learning approach aiming to label tweets according
to a predefined set of themes, such as Health Belief Model
constructs.32 We selected 30 topics based on a previous ana-
lysis of the clustering of topics within online communities,
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where we found that 30 exhibited the strongest levels of topic
clustering.33

Because topics are not specified in advance and topic
modelling is not a supervised machine learning method,
there is no way to objectively measure whether the topics
represented within a tweet are consistent with the topics
represented in other tweets assigned to the same cluster. To
evaluate the quality of the topic modelling and to group
similar topics, we undertook a series of intrusion tests. In
the intrusion tests an investigator, blinded to the topic labels,
is presented with a set of at least three tweets randomly
sampled from one topic and an extra tweet randomly sampled
from another topic. For each test, the task is to identify the
tweet that does not belong. Repeating these tests several times
for each combination of topics reveals the dissimilarity of the
tweets in the set of topics. The results of the intrusion tests
were first used to check that the resulting topics were
a reasonable characterisation of the types of tweets observed
in the study period. The measures of semantic dissimilarity
produced by the intrusion tests can then be used with multi-
dimensional scaling to construct a hierarchy of topics where
similar topics are closer to each other in the hierarchy.43 The
hierarchy produced in this manner can then be used to group
topics according to a set of themes.

Differences in potential exposure to each of these topics by
region were constructed by labelling each tweet with a topic,
in turn labelling the set of 21.5 million potential exposures by
the topic of the tweet, and by allocating topic exposure counts
to Australian Twitter users who may have been exposed to the
tweet because they followed the user who posted it. Exposures
were then aggregating by assigning Australian Twitter users to
one of the 25 PHN-based regions wherever possible, which
produced a measure of proportional topic exposure. This
resulted in a set of 31 potential factors (one for each topic
plus an additional set of tweets with fewer than 3 words that
were not assigned a topic label) that were used as factors in
models of HPV vaccine coverage for both male and female
adolescents.

Using the set of 5 socioeconomic factors and the 31 topic
exposure factors, the aim was to produce parsimonious mod-
els of HPV vaccine coverage in the 25 regions. The approach
was to use elastic net regression with 5-fold cross validation.34

Because of the small number of regions used to represent
Australia, the elastic net regression method is used to robustly
select the most useful factors. The elastic net regression
method is designed specifically to overcome challenges of
fitting models in which there are a large number of factors
and a small number of samples, and seeks to limit the number
of factors used in the model (the number of non-zero coeffi-
cients) while also minimising the size of the coefficients.
Cross-validation is used to find the best model while avoiding
over-fitting – in each validation step, a model is trained on 20
of the regions and tested for performance in the remining 5.
Models were produced for both male and female coverage in
2016 (three doses); reporting the correlation between the
observed and predicted values (Pearson’s R), and the coeffi-
cient of determination (r2).

The Macquarie University Human Research Ethics com-
mittee approved the study. Statistical analyses were

undertaken in Matlab, and the data collection, topic model-
ling, Nominatim interface, and visualisations used the Python
programming language.
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