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Abstract
The popularity and broad accessibility of online social networks (OSNs) have facilitated effective
communication among people, but such networks also pose potential risks that should not be
ignored. Interaction through OSNs is complex and can be unsafe, as individuals can be contacted
by strangers at any time. This makes the notion of trust a crucial issue in the use of OSNs. However,
compared with decision-making processes associated with whether to trust a stranger encountered
in everyday life, this task is more difficult to address with regard to OSNs due to the lack of
face-to-face communication and prior knowledge between people. In this article, trust evaluation
is formalized as a classification problem. We demonstrate how user profiles and historical records
can be organized into a logical structure based on Bayesian networks to recognize the trustworthy
people without the need to build trust relationships in OSNs. This is possible when a more detailed
description of features denoted by hidden variables is considered. We compare the performance of
our method with those of six other machine learning methods using Facebook and Twitter datasets,
and our results show that our method achieves higher values in accuracy, recall, and F1-score.
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1 Introduction
In the last decade, online social networks (OSNs) have become the most popular platforms for people
to follow the latest news, express personal opinions and communicate with others. Statistics show that
Facebook prevailed as the most popular social media platform in 2012, maintaining over 1 billion
active users per month and having approximately 2.2 billion monthly active users up to January
2018∗. In addition, other social network platforms have achieved large user numbers (see Figure 1;
by a statista report†), further highlighting the significant trend in OSN use. The use of OSNs was
initially limited to daily communication among people who join them. Nowadays, however, increasing
numbers of stakeholders, such as governments and enterprises, have participated in social networks to
advertise their services and business activities for profit or non-profit purposes1–5. While OSNs bring
us the extraordinary convenience of interactions with many people, they inevitably come with risk and
uncertainty, making the issue of whether to trust those one interacts with more significant. Although
people frequently encounter issues associated with decision-making around trust in their daily life, such
issues still remain difficult to resolve. Worse still, recognizing trust is more difficult when it comes to
OSNs, as the people we meet online are often complete strangers, and there may be little to no face-
to-face communication and prior knowledge to help us gauge their character. Without trust, the benign
development of OSNs would not be possible.

Although it is a notoriously difficult issue, trust analysis remains a useful approach in various fields for
people to make decisions or develop strategies1. Many studies investigating trust have been conducted
across many disciplines, including sociology6, philosophy7, economics8, and computer science9,10, each
of which has defined trust from diverse standpoints. In this article, we use the definition of ‘trust’ given
by Sherchan et al.2, in which trust is considered the confidence towards a person to behave in an expected
manner. Many trust evaluation methods have been proposed based on fuzzy theory11, subjective logic12,
graph theory13, and so on. However, most of these methods focus on the construction of a trust network
between individuals, which is not clear-cut and raises extra problems with regard to trust decay, path
selection or conflicting opinion trade-off. In this article, we employ user features to establish a classifier
by formalizing trust prediction as a classification problem. We emphasize the inner reasoning of people
when they endeavor to judge whether a person can be trusted based on their past records rather than
focusing on the complex process of building a trust network. We assume that this reasoning process
can be well defined in a structural model (i.e., a directed graph), in which the nodes represent features
extracted from user records and each arc essentially corresponds to a cause-and-effect relationship.

The main contributions of the article are outlined as follows:

(i) We propose a model based on Bayesian networks with hidden variables to recognize trustworthy
users and to apply the Expectation-Maximization(EM) algorithm in order to handle the latent
components.

(ii) Two datasets are used in the experiments to evaluate our model. One was crawled from Facebook
by Satya et al.14, and the other was collected from Twitter by Chen et al.15. The data is analyzed,
useful attributes are selected, and then they are categorized into three feature types in order to
implement the model and create a practical framework.

∗https://www.statista.com/statistics/264810/number-of-monthly-active-facebook-users-worldwide/
†https://www.statista.com/statistics/272014/global-social-networks-ranked-by-number-of-users/
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Figure 1. Number of monthly active users in the well-known social network sites worldwide

(iii) We conduct several experiments on the Facebook and Twitter datasets to compare the performance
of our method with those of six other machine learning algorithms (i.e., LogitBoost14,16, Random
Forest14, SVM17, Naive Bayes18, XGBoost14,19, and KNN20). The results indicate that our method
is superior with regard to the selected datasets.

The remainder of the article is organized as follows: Section 2 provides a brief review of the relevant
studies; section 3 describes a probabilistic model leveraging the user features and demonstrates how it can
be used to predict the trustworthiness of people by handling latent components; section 4 explains how
to implement the model against the datasets for the chosen features; section 5 presents the experimental
results comparing the performance of our model with those of other machine learning methods; and,
finally, section 6 presents our conclusions and recommends directions for future research.

2 Literature review
At present, various models targeting trust have been proposed in the literature. Golbeck21 proposed
TidalTrust, a model capable of generating the degree of trust one individual gives to another by choosing
the shortest strongest trusted paths. Avesani et al.22 proposed MoleTrust to predict trust in a modified
trust network generated via deleting cycles and setting a trust propagation distance to estimate the
trust weights. Jiang et al.23,24 proposed SWTrust, which utilized the small-world network theory to
generate small trust networks for the real OSNs and then explored the reliable information for trust
prediction. Moreover, motivated by spreading activation models in psychology and by relating the
associated concepts to trust issues, Ziegler and Lausen25 proposed Appleseed, whereby they attempted
to determine the rank of trustees as precisely as possible through the use of a weighted directed graph to
calculate energy conservation after propagation. Similarly, inspired by the principle of electric flow (i.e.,
a stronger electric current is achieved and passes through a circuit more easily when its resistance is less),
Taherian et al.26 proposed RN-Trust to simulate trust propagation in social networks. Methods inspired
by the similarities between trust propagation and network flows, such as FlowTrust13 and GFTrust27,
are also popular. Liu et al.28 proposed a novel trust prediction method based on Bayesian networks by
considering trust values, social relations and recommendation roles in complex trust-oriented contexts.
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Besides this, they also designed an efficient approximation algorithm to achieve the optimal trust path in
social networks under the Quality of Trust constraints29.

Notwithstanding their contribution to the field, these methods are not without significant limitations.
Path selection is a critical process within these methods, but there is still no perfect solution with
regard to choosing the best length for the trust path, nor the optimal path number1,2. Meanwhile, paths
easily overlap based on current experience, but the majority of approaches ignore this and simply reuse
paths13,21–24,27, which, to some extent, may influence the accuracy of the trust evaluation results. It is
important that we do not overlook the issues of trust decay generated by indirect trust recommendations
and opinion conflicts, as different people have varying ideas towards the same target due to the
subjectivity involved with gauging trust25. These approaches stress building a network of trust but neglect
to explore the inner reasoning process of people when they establish their trust assertions. Logical
reasoning is a unique ability in the human species, developed through study and experience. It guides
us in the ways in which we think, make decisions, and problem-solve30. People use logical reasoning
to establish their assertions of trust, which are directly influenced by the explicit evidence they have at
hand. Therefore, departing from other methods that focus on building a trust network, our method places
greater emphasis on building the trust inference framework according to individuals’ critical thinking
skills.

3 Bayesian hidden variable model
Probabilistic graphical models are quite powerful in terms of modeling random variables, and the well-
known Bayesian network model represents a set of variables with their conditional dependences–in other
words, cause-and-effect relationships. In this article, we propose a model based on Bayesian networks
with hidden variables to identify trustworthy users in OSNs by treating user features as the model input
and the trust assertions as the output. Our model is based on a probabilistic graphical framework, which
captures the reasoning pattern of trust recognition as a well-organized structure.

3.1 Overview of Bayesian networks
Bayesian networks are one of the most widely used probabilistic graphical models capable of facilitating
the process of building models from data or expert opinions for prediction, reasoning, or diagnostics to
help make decisions in conditions of uncertainty31,32.

We define a Bayesian network as BN = (G,θ) over the random variables X = {X1, X2, · · · , Xn},
where G denotes the directed structure on X without cycles whose nodes represent the random
variables and whose directed edges constitute the probabilistic dependences among these variables, and
θ represents the conditional probability table (CPT) of each variable33. The joint distribution P over X
can be formulated as follows:

P (X1, X2, · · · , Xn) =
n∏
i=1

P (Xi|Parents(Xi)) (1)

where Parents(Xi) denotes all the parents of variable Xi in the graph G. An individual factor
P (Xi|Parents(Xi)) is called a conditional probability distribution (CPD)33.

These networks provide a compact, natural form that helps to realize the effective inference and
efficient learning from data where hidden variables in the networks seem to be necessary when handling
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(a) (b)

Figure 2. An example of hidden variables to simplify a network: (a) a network without hidden nodes; (b) the
simplified network of (a) after adding a hidden node.

learning issues. On the one hand, although we prefer to learn parameters from complete data where each
data record describes the values of all the nodes in the structure, in most cases, we have incomplete
data. Fortunately, Bayesian networks allow us to reason with incomplete data34. On the other hand,
the dependences between variables are extremely complicated. It has been demonstrated that simpler
models can be learned by introducing hidden variables that do not explicitly appear in the structure35.
Figure 2 shows a straightforward example initially published by Binder et al.36. It displays the effect of
latent variables in simplifying a model. In addition, Huete et al.37 proposed a structural method to learn
user profiles for recommender systems that shows the positive effect of hidden components in graphical
models, which partially inspired this work.

3.2 Probabilistic framework
In order to reduce the complexity of the model and to better characterize it, we make two assumptions.
First, we assume that people conduct trust evaluation with a similar inner reasoning. Trust is subjective
since different individuals may have contradictory attitudes towards the same person1. However, there
is a potential logical structure formed by critical thinking when people want to assess someone’s
trustworthiness from the evidence available to them. Second, we assume that the trust opinion for a
certain person is obtained by analyzing the relevant user features in historical data and that these features
can be abstracted into several high-level components (i.e., hidden components).

We refer to a participant in OSNs as user u, who has several features extracted from their records and
these features can form a feature vector. In an OSN, n users will be denoted as U = {u1, u2, · · · , un}.
According to the second assumption, user features can be categorized and organized into a well-defined
set of k hidden components, H, where H = {H1, H2, · · · , Hk}. Specifically, each hidden component
Hi maintains li features denoted by Fi = {Fi,1, Fi,2, · · · , Fi,li}. Hence, a complete feature set F can be
obtained by combining all the subsets of the features (i.e., F = ∪iFi). The total number of features in F
is
∑k

i=1 li, and we use T to denote the predicted trust score of a given user. Next, a generative model is
represented using the framework shown in Figure 3, and the goal of this model is to accurately predict
the trust ratings.

In this model, after user u’s features have been observed, their trust ratings can be generated according
to the probability distribution θ. More specifically, the final trust rating for u is obtained by combining
the possible ratings of each hidden component, and the possible ratings of the hidden components are
computed by combining the ratings of the features belonging to them. Therefore, given the probability
distribution θ, the probability of each possible trust rating can be determined using Equation 2.
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Figure 3. The probabilistic framework

P (ti|U ;θ) =
∑
h∈H

P (ti, h|U ;θ) (2)

Once the structure is known, learning the model is equivalent to obtaining the best estimation
of parameters θ for CPD from the analysis of training data D = {d1, d2, · · · , dn}. Each item di
contains a set of features for user ui–i.e., di = {ti, f1i, f2i, · · · , fli} is a vector, where ti is the
trust rating of ui and f•i is the features of ui extracted from their records. Our goal is to find the
most probable and optimal value of θ given the training data and the probabilistic framework G–i.e.,
to find θ = argmaxθ P (θ|D,G). According to the Bayes’ theorem38, this is equivalent to finding
argmaxθ P (D|θ,G)P (θ|G), where P (D|θ,G) is evaluated for the observed dataset D and can be
viewed as a function of the parameter vector θ. This function is called the likelihood function33, which
estimates what the probability of the given data is for different configurations of the parameter vector θ.
The quantity of P (θ|G) is the prior distribution33 over the parameters given the model structure G. Then
the equivalent form allows us to evaluate the uncertainty in θ after obtaining the estimation of P (D|θ,G),
which is calculated as the product over all items inD when assuming each user data is independent of the
others given the model represented by Equation 3. Here, each item contains the data available for each
unique user.

P (D|θ,G) =
n∏
i=1

P (di|θ,G) (3)

3.3 Learning hidden variables
In this section, we discuss how the parameters related to the hidden variables H can be learned from the
given structure G. We propose the use of the EM algorithm39 to find the maximum likelihood solutions
for models with hidden variables. Once the parameters have been learned, it is possible to predict how
people give a trust rating for an unknown user based on the analysis of their past experience, such as of
their profile, behavior and/or appraisal from others. Then the objective is to compute P (ti|U ;θ), which
can be expressed as Equation 4 based on Equation 1 and Equation 2. The highest posterior probability
will be selected since we wish to predict what kind of a rating people would most probably give to the
unknown person–i.e., to compute argmaxti P (ti|U ;θ).

P (ti|U ;θ) =

∑
H P (ti|Parents(T );θ)

∏k
j=1 P (Hj |Parents(Hj);θ)

∏lj
s=1 P (Fs|Hj ;θ)

P (F11, · · · , F1l1 , F21, · · · , F2l2 , · · · , Fk1 · · · , Fklk )
(4)
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Algorithm 1 Learning hidden variables with the EM algorithm
1: Set i = 0
2: Set k and l1, · · · , lk according to the model structure
3: Set θ(0) randomly
4:
5: while do not converge do
6: E-step:
7: Compute the expectation to set up the Q function
8:

Q(θ,θ(i)) = ExpectationH[lnP (H, DL|θ)|DL,θ(i)]

=
∑
H

lnP (H, DL|θ)P (H|DL,θ(i))

9: M-step:
10: Compute the Maximum Likelihood to get θ(i+1)

11:
θ(i+1) = argmax

θ
Q(θ,θ(i))

There are n items in the training set to represent n users (i.e., DL = {dl1, dl2, · · · , dln}), where each
item dli = {ti, fi,11, fi,12, · · · , fi,klk}. Here, the superscript l means there are some values in the model
that are not observed. The first value in dli is the trust rating of a user and the others denote user features.
In the model, the latent variables are the set of unobserved components H = {H1, H2, · · · , Hk}. The
log-likelihood function for the data is computed as:

lnP (DL|θ) =
n∑
i=1

ln(
∑
h∈H

P (dli, h|θ))

=

n∑
i=1

ln(
∑
h∈H

P (ti|h;θ)
k∏
j=1

P (hj |Parents(hj);θ)
lj∏
s=1

P (fs|hj ;θ))

(5)

To learn the parameters, the EM algorithm is carefully utilized. EM is an effective algorithm to compute
the maximum likelihood estimation (MLE) iteratively by performing hill-climbing when some data are
missing or hidden40. In each iteration, there are two alternating processes: first, the E-step (given the
observed data) computes the expectation of the likelihood in the form of the Q function by using the
current parameter estimate, which is chosen randomly for the first iteration; and, second, the M-step
assumes that the hidden variables are known in order to gain the maximum value of the likelihood
function and to update the overall settings. The details of handling the hidden components and calculating
the values of θ are given in Algorithm 1.

In the initialization step, it is necessary to set some basic values including the number of hidden
variables, the number of features belonging to each hidden component, and the values of θ for the
first iteration. In the E-step, the latent variables are unknown and, therefore, the posterior distribution
over them given current parameters P (H|DL;θ) needs to be determined. This can be done using any
probabilistic inference algorithm. For experiments in this article, we select the junction tree algorithm
which is considered the most efficient and the most general inference method for graphical models41. In
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the M-step, we implement the MLE, which can be performed in the form of counting and normalizing
through the use of smoothing.

Smoothing is a practical technique to handle the zero case in the counting process, as some probable
value combinations will never occur together due to the inadequate size of the training data35. In fact,
the datasets are never large enough to fully include all the rare events. Equation 6 illustrates the Laplace
smoothing, where θijk represents the corresponding probability of the combination in CPT when variable
Xi takes the value k, the parents of Xi take the configuration value j, and Nijk is the number of times
this combination occurs in the data33. Usually, the value of αijk would be set at 1.

By repeating the two steps of the EM algorithm, a local optimum is reached with the convergence
condition that, for a given small positive number ε, ||θ(i+1) − θ(i)|| < ε39. It should be noted that,
although we can randomly choose the initial values of θ, the EM algorithm is a parameter-sensitive
method. There are some proposed methods to ensure that the EM algorithm obtains the global optimum,
such as the method of simulated annealing. However, compared with these complex methods, it is much
more practical in experiments to run the algorithm from different random initializations of θ and then to
choose the best one.

θijk = P (xi = k|Parents(xi) = j;θ) =
Nijk + αijk∑

kNijk +
∑
k αijk

αijk=1
======

Nijk + 1∑
kNijk + k

(6)

4 Datasets and features

4.1 Dataset description
4.1.1 Dataset I: Facebook This dataset was originally obtained by Satya et al.14 to detect the fake
likers who frequently make fake likes for their illicit purposes on Facebook. The data of fake likers
were solicited from two crowdsourcing platforms (Fiverr and Microworkers), where people can easily
hire sellers or release tasks to gain thousands of fake likes for their posts. The legitimate user sets were
collected from 13 CS conference groups and a random pool on Facebook. In terms of the conference
groups, people are reputable and are unlikely to perform fake-liking activities14. For the data coming
from the random pool, two workers conducted the labeling tasks and only the user who was marked
positive by them both would be classified as legitimate. The total number of items in the dataset is 13147.
This figure includes the data of 6895 fake likers and 6252 legitimate users, with 16 features and one label
gained by analyzing 4.66M pages, 0.99M posts, and 5.47M friends on Facebook.

4.1.2 Dataset II: Twitter The Twitter dataset was originally collected by Chen et al.15 to evaluate the
performance of different machine learning algorithms for spammer detection on Twitter. The complete
dataset includes over 600 million items, of which 6.5 million were labeled as spammers. Chen et al.
used the URL information provided by the Trend Micro’s Web Reputation Service (WRS) to identify the
low-quality tweets and their corresponding malicious users. Trend Micro’s WRS maintains millions of
URL reputation records by collecting and analyzing the emerging URLs, helping to protect users from
malicious activities in real-time. In this article, we use the small dataset released by Chen et al.15, which
contains the data of 5000 spammers and 5000 non-spammers with 12 features and one label on Twitter.
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Figure 4. The probabilistic model for the given datasets

4.2 Feature description
In this article, we consider that the activity patterns of untrustworthy people differ from those who are
trustworthy in social networks. These patterns are hidden in users’ historical records and can be extracted
as features or cues to reveal the nature of their owners. Since different platforms do not have exactly
the same functions and data structures, the number and the content of features collected from Facebook
and Twitter are diverse. We analyze the commonality of these features and, to match the structure of
our probabilistic framework, we classify them into three groups: profile features, behavior features, and
feedback features. The overall ratings of these features contribute to the ratings of the hidden components
H, which cannot be gained directly from the data. The meanings of these features are listed as follows:

(i) Profile features: These features are extracted from user profiles and contain descriptive
information regarding users and their accounts.

(ii) Behavior features: These features are hidden in the daily actions users perform in OSNs, such as
posting or forwarding, and can reveal users’ behavior preferences.

(iii) Feedback features: These features are extracted from the information a user has received from
others, such as the likes, comments or shares that represents the other users’ attitudes towards their
activities.

There are 16 features in the Facebook dataset and 12 features in the Twitter dataset, but not all of them
are useful in the context of trust evaluation. By applying supervised feature selection methods, we select
11 features from the Facebook dataset and keep all the features of the Twitter dataset. The feature details
of these two datasets are shown in Table 1 and Table 2, respectively.

4.3 Applying the probabilistic framework
After defining each feature and component in the model, the probabilistic framework shown in Figure 3
can then be adapted to fit the datasets. The practical framework shown in Figure 4 includes three
hidden components (i.e., H1: Profile Hidden Feature, H2: Behavior Hidden Feature, H3: Feedback
Hidden Feature) and a component T needing to be predicted. Here, component T representing user
trustworthiness is the final target of prediction.
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The set of relationsHi → Fi represents how people would rate each hidden component by considering
the different kinds of features. Furthermore, the relationship betweenH and T shows that the overall trust
rating of a user is determined by combining the relevant (different) hidden components. We assume that a
person has several attributes revealing their trustworthiness or untrustworthiness concealed in their profile
before any of their online activities accumulate in OSNs. When a user begins to use the social media, they
will create a profile first and then operate online along with receiving feedback (such as likes or dislikes)
from others. This structure represents a cause-and-effect relationship among profile features, behavior
features, and feedback features.

Table 1. The feature detail of the Facebook dataset

Category No. Name Meaning

Profile Features
F11 longevity The age (the number of months) of an account.
F12 no about The number of lines in the About section of an account.
F13 no friends The number of friends a user has.

Behavior Features

F21 average posts The average number of posts created by a user per day.
F22 max posts The maximum number of posts created by a user in a day.
F23 average urls The average number of URLs contained per post.
F24 category entropy The category diversity of pages liked by a user.
F25 verified pages The proportion of verified pages out of the total number of.

pages liked by a user.

Feedback Features
F31 average likes The average number of likes received by per post.
F32 average comments The average number of comments received by per post.
F33 average shares The average number of shares received by per post.

Note: The category entropy is calculated as CatEntropy(u) = −
∑k

i=1
pi
N log

pi
N , where N is the total number of pages liked by u,

pi is the number of liked pages under category i, and k is the number of categories 14.

Table 2. The feature detail of the Twitter dataset

Category No. Name Meaning

Profile Features
F11 account age The age (the number of days) of an account.
F12 no followers The number of users following a user.
F13 no following The number of users followed by a user.

Behavior Features

F21 no lists The number of lists added by a user.
F22 no tweets The number of tweets created by a user.
F23 no hashtags The number of hashtags contained per tweet.
F24 no usermention The number of users mentioned per tweet.
F25 no urls The number of URLs contained per tweet.
F26 no chars The number of characters per tweet.
F27 no digits The number of digits per tweet.

Feedback Features
F31 no userfavorites The number of favorites received by a user.
F32 no retweets The number of retweets received by per tweet.
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Hence, in practice, the number of hidden variables k in our model used for experiments is set at
3, reflecting the three groups of features. For the Facebook dataset, the number of features in these
groups are l1 = 3, l2 = 5, l3 = 3, respectively, and for the Twitter dataset, l1 = 3, l2 = 7, l3 = 2. For
both datasets, ti has two alternative states–i.e., ti ∈ [trust, distrust]–to represent whether a user can be
trusted or not. Following this, Equation 4 is rewritten into Equation 7 and the log-likelihood function is
reformulated as Equation 8.

P (ti|U ;θ) =

∑
H P (ti|H1, H2, H3;θ)P (H1|θ)P (H2|H1;θ)P (H3|H2;θ)

∏3
j=1

∏lj
s=1 P (Fs|Hj ;θ)

P (F11, · · · , F1l1 , F21, · · · , F2l2 , F31 · · · , F3l3)
(7)

lnP (DL|θ) =
n∑
i=1

ln(
∑
h∈H

P (ti|h;θ)P (h1|θ)P (h2|h1;θ)P (h3|h2;θ)

3∏
j=1

lj∏
s=1

P (fs|hj ;θ)) (8)

Table 3. The format of the input features of the Facebook dataset

Name Type Raw range Mean StdDev Discretization

longevity Integer [1, 39] 4.640 2.757 {1, 2, 3, 4, 5}
no about Integer [0, 9] 4.036 2.151 {1, 2, 3, 4, 5, 6}
no friends Integer [0, 4931] 416.871 719.633 {1, 2, 3, 4, 5, 6}

average posts Float [0,21.000] 0.217 0.783 {1, 2, 3, 4, 5}
max posts Integer [0, 187] 7.038 9.116 {1, 2, 3, 4}
average urls Float [0, 1.083] 0.163 0.231 {1, 2, 3, 4}
category entropy Float [0, 29.620] 5.430 2.032 {1, 2, 3, 4, 5, 6, 7}
verified pages Float [0, 0.987] 0.252 0.180 {1, 2, 3, 4, 5, 6, 7}

average likes Float [0, 774.000] 12.712 31.151 {1, 2, 3, 4}
average comments Float [0, 233.000] 1.863 3.628 {1, 2, 3}
average shares Float [0, 115.800] 0.138 1.808 {1, 2}

class Boolean {Legit, Fake} Null Null {Trust, Distrust}

Table 4. The format of the input features of the Twitter dataset

Name Type Raw range Mean StdDev

account age Integer [0, 2487] 770.309 497.817
no followers Integer [0, 2159849] 3117.403 48294.530
no following Integer [0, 368351] 961.076 7343.200

no lists Integer [0,34805] 27.589 477.324
no tweets Integer [1, 2886203] 15438.037 51085.491
no hashtags Integer [0, 13] 0.665 0.974
no usermention Integer [0, 8] 0.209 0.547
no urls Integer [1, 5] 1.020 0.204
no chars Integer [0, 160] 55.162 29.773
no digits Integer [0, 55] 1.252 2.516

no userfavorites Integer [0, 505575] 522.778 5770.973
no retweets Integer [0, 71072] 54.297 1112.905

class Boolean {Spammer, Non-spammer} Null Null
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5 Experiments and results

5.1 Preprocessing
As mentioned in the previous section, there are several parameters that need to be set for these two
datasets. The number of hidden variables for both datasets is k = 3. Futhermore, the number of features
belonging to each hidden component for the Facebook data is l1 = 3, l2 = 5, l3 = 3, while for the
Twitter data it is l1 = 3, l2 = 7, l3 = 2, respectively. The details of the selected Facebook features are
shown in Figure 5 in the form of a density curve or distribution histogram. The details of the Twitter
features are displayed in Figure 6 in the form of a distribution histogram. In order to make the diagrams
more intelligible, we choose logarithmic scales for the vertical axis and/or the horizontal axis in some
subfigures. From the figures, it is observed that no single feature can explicitly distinguish trustworthy
users from untrustworthy ones, which makes classification methods necessary.

Note that the data in the Twitter dataset are completely discrete, while for the Facebook dataset,
both discrete and continuous values exist. Although there are some existing methods that are capable
of accommodating Bayesian networks with continuous variables36,41,42, to simplify the computations in
our experiments, the Facebook data are discretized using a multi-interval discretization method proposed
by Fayyad and Irani43. Table 3 displays the format of 11 features and trust ratings of the Facebook data
after discretization, which provides the basis for implementing all the methods in our experiments. The
format of the Twitter data is shown in Table 4 without the need for extra discretization.

5.2 Results and evaluation
The following experiments are designed to compare our method with six other machine learning
algorithms, including LogitBoost, Random Forest, SVM, Naive Bayes, XGBoost, and KNN. We adopt
10-fold cross-validation to reduce the generalization error and choose accuracy, precision, recall, and
F1-score as the evaluation metrics. In this context, a false positive (FP) means an untrustworthy user
is misclassified as a trustworthy person, while a false negative (FN) indicates inverse misclassification.
Accordingly, a true positive (TP) and a true negative (TN) represent the correct classification for users
who can be trusted or distrusted. Then for a dataset with the information of n users, the evaluation metrics
can be given as follows:

Accuracy =
TPs+ TNs

n

Precision =
TPs

TPs+ FPs

Recall =
TPs

TPs+ FNs

F1− score =
2 ∗ Precision ∗Recall

Precision+Recall

These metrics take values in the range of [0, 1], indicating that the closer a value is to 1, the better the
quality of the model in recognizing the trustworthy users. Table 5 and Table 6 present the experimental
results of each method for the Facebook and the Twitter datasets. It is clear that our method is relatively
superior, outperforming the others across both the datasets. For the Facebook dataset, our method
achieves the highest accuracy (87.17%), recall (84.21%) and F1-score (86.93%), and gains the fourth
highest precision (84.21%). LogitBoost has the highest precision compared with the other methods, but
its accuracy is 1.46% less than the proposed method. As shown in Table 6, compared with the results of
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Figure 5. Feature distributions of fake and legitimate users in the Facebook dataset
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Figure 6. Feature distributions of spammers and non-spammers in the Twitter dataset
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the Facebook dataset, all methods perform better in the Twitter dataset, with higher values in the metrics.
The proposed method ranks first in accuracy (95.16% ), recall (98.32%) and F1-score (95.37%), and
ranks third in precision (92.59%). Although LogitBoost still has the highest precision, Random Forest
becomes the second-best method in trust classification. The results of the accuracy and F1-score show
that our method is not only capable of yielding the most precise classification result, but that is also
achieves a better trade-off between precision and recall.

In addition, it should be noted that a comparison between our method and Naive Bayes is also
considered, as they both belong to generative models, while the latter does not manipulate the complex
hidden components we have configured. Compared with Naive Bayes, our method gains improvements
of 3.76%, 4.32%, 2.87%, and 3.65% for the Facebook data, and 5.85%, 6.44%, 4.28%, and 5.45% for
the Twitter data in accuracy, precision, recall, and F1-score, respectively. This implies our probabilistic
model with hidden components is capable of enhancing the performance of trust prediction. LogitBoost,
Random Forest and XGBoost also yield comparable results, as their accuracy and F1-score are more
superior than the other methods. However, to a certain extent, the overall performance of our method is
relatively better and more stable than the performance of other methods since it maintains the highest
ranks of the key metrics for both the Facebook and Twitter datasets, which is potentially due to the
well-defined structure of the model. Our model is built on the analysis of the human decision-making
process, with the introduction of hidden components to formalize people’s logic when they are facing
trust prediction issues. Furthermore, it simplifies the complicated links between features to help recognize
the practical patterns in better recognizing trust better.

Table 5. Experimental results on the Facebook dataset.

Method Accuracy Precision Recall F1-Score

LogitBoost 85.71%2 87.53%1 83.26% 85.34%2

Random Forest 84.50%4 82.23% 85.93%4 84.04%4

SVM 83.38% 87.11%2 79.77% 83.27%
Naive Bayes 83.41% 79.89% 86.96%3 83.28%
XGBoost 85.51%3 82.26% 88.61%2 85.32%3

KNN 84.26% 86.83%3 81.31% 83.98%
Hidden Bayesian Model 87.17%1 84.21%4 89.83%1 86.93%1

* Note: The superscripts indicate the rank of top 4 methods in each metric.

Table 6. Experimental results on the Twitter dataset.

Method Accuracy Precision Recall F1-Score

LogitBoost 93.54%3 95.24%1 92.26% 93.73%3

Random Forest 93.94%2 92.09%4 96.31%2 94.15%2

SVM 84.43% 85.73% 83.91% 84.81%
Naive Bayes 89.31% 86.15% 94.04%3 89.92%
XGBoost 92.54%4 91.63% 93.86%4 92.73%4

KNN 92.43% 93.05%2 92.10% 92.57%
Hidden Bayesian Model 95.16%1 92.59%3 98.32%1 95.37%1

* Note: The superscripts indicate the rank of top 4 methods in each metric.
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Figure 7. Convergence efficiency

Moreover, the multiple training results show that our method converges rapidly. As shown in Figure 7,
the negative log-likelihood drops quickly for the second iteration and stays stable after no more than 18
iterations in each run for the two datasets. The values of the negative log-likelihood of the Facebook data
are higher than those of the Twitter data throughout the convergence process, but the average number of
iterations for convergence on the Facebook dataset is fewer than that on the Twitter dataset.

5.3 Discussion
In the experiments, the values of the features are discretized and the trust ratings contain only two states
(trust or distrust). However, the capability of our method for inferring trust is not simply limited to discrete
attributes or binary classification, as Bayesian networks also support continuous variables. Sampling44 is
commonly used to settle the continuous variable issue, though a great number of samples must be taken in
order to obtain a good level of accuracy. In addition, some researchers have proposed effective approaches
to solve the continuous variable issue by using corresponding distribution functions36,41,42,45,46. Below we
discuss the different cases of Bayesian networks with discrete and/or continuous nodes.

(i) Discrete nodes with discrete parents: Such nodes can simply be represented by using CPTs that
enumerate all possible combinations. Other representations such as noisy-OR47 or decision trees48

are also adaptive, with fewer parameters required compared with CPTs.
(ii) Continuous nodes with continuous parents: The conditional distribution of a continuous node,

given its parents, can be specified by a Gaussian function–i.e., a linear function of the parents with
a fixed covariance. In fact, this is the standard linear regression model.

(iii) Continuous nodes with discrete parents: If continuous children have discrete (and continuous)
parents, a Gaussian function for each value of the discrete parents can be specified, where their
covariance is independent of the continuous parents but can be influenced by the assignment to
discrete ones.

(iv) Discrete nodes with continuous parents: For this case, probit or logistic distribution can be used
to settle the continuous parts, which are defined in the augmented Conditional Linear Gaussian
model. Furthermore, when a discrete child has both continuous and discrete parents, it can be
modeled by defining a softmax function for each combination of discrete parents.
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Hence, the proposed model is capable of accommodating features with continuous and/or discrete
values simultaneously. This means that a category label is not the only choice we have, as each user can
even be given a score when evaluating their trust.

6 Conclusion and future work
In this article, we have proposed a probabilistic model based on Bayesian networks with hidden variables
to capture the decision logic people use when asserting trust towards users in OSNs. Divergent from the
existing graph-based methods, we focus on the essential characteristics of trustworthy people rather than
the trust relation networks among users, which helps to eliminate the necessity of handling trust decay,
path selection, and conflicting opinion issues. Our model is more flexible and more efficient than the more
traditional approaches, as it models the pattern of trust logic to identify trustworthy users. Experiments on
the Facebook and Twitter datasets validate the effectiveness of our work when compared with six other
machine learning methods. The results show that the performance of our model is relatively superior and
more stable than other methods, with higher values obtained in accuracy, recall, and F1-score.

Our work can be developed in two directions. First, the structure of our model is built on a manual
empirical analysis, which means it is only concerned with parameter learning. However, structure
learning could also be considered for improvements to the model. Second, it is recommended that a
significant feature dimension (i.e., time) is taken into consideration, which would certainly influence the
evaluation of trust, as trust is dynamic.
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