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Malware detection based on static features and without code disassembling is a challenging path
of research. Obfuscation makes the static analysis of malware even more challenging. This paper
extends static malware detection beyond byte level n-grams and detecting important strings. We
propose a model (Byte2vec) with the capabilities of both binary file feature representation and
feature selection for malware detection. Byte2vec embeds the semantic similarity of byte level
codes into a feature vector (byte vector) and also into a context vector. The learned feature vectors
of Byte2vec, using skip-gram with negative-sampling (SGNS) topology, are combined with byte-
level term-frequency (tf ) for malware detection. We also show that the distance between a feature
vector and its corresponding context vector provides a useful measure to rank features. The top
ranked features are successfully used for malware detection. We show that this feature selection
algorithm is an unsupervised version of mutual information (MI). We test the proposed scheme
on four freely available Android malware datasets including one obfuscated malware dataset. The
model is trained only on clean APKs. The results show that the model outperforms MI in a low-
dimensional feature space and is competitive with MI and other state-of-the-art models in higher
dimensions. In particular, our tests show very promising results on a wide range of obfuscated
malware with a false negative rate of only 0.3% and a false positive rate of 2.0%. The detection
results on obfuscated malware show the advantage of the unsupervised feature selection algorithm

compared with the MI-based method.

Keywords: Malware Detection; Feature Learning; Unsupervised Feature Selection; Byte-level Feature;
Byte2Vec

1. INTRODUCTION

Malware is any malicious software/code that is intended for
malicious purposes such as online sabotage and espionage,
identity theft and many other undesirable tasks. The term
is mostly used interchangeably with virus, although viruses
are in fact only one form of malware. Malware also
includes worms, trojan horses, spyware, rootkits, botnets etc.
Malware detection is an important factor in both system
security and network security. In particular, the Android
platform popularity and market successful is a motivation
for malware developers.

Classic anti-malware systems are mostly signature-based
methods. These techniques search the code for static
fingerprints of known malware. This technique is quite
efficient for known malware. The question is what about
novel (a.k.a zero-day) malware, and morphed/obfuscated
malware? For these types of malware, the signature-based
techniques often fails.

In contrast, machine learning algorithms have shown very
promising performance for a wide range of malware types

[1, 2, 3, 4]. In these approaches, a learning-based model is
trained to extract features and/or use characteristic features
to distinguish between malware and benign software. The
models can use unsupervised, supervised or semi-supervised
learning algorithms. In an unsupervised malware detection
model, similarity measures play the decisive role while
supervised algorithms require labeling the training examples
as either malware or benign. A semi-supervised algorithm
learns from both labeled and unlabeled software examples.

Features can be extracted by static analysis of the
software and/or from the software’s run-time behaviour
(a.k.a dynamic analysis). Extracting static features is
typically very fast and efficient whereas dynamic features
requires a computationally expensive process of monitoring
runtime behaviour. Static features are notoriously famous
for being ineffective against obfuscated malware where
dynamic analysis typically performs better. However, the
software might not show its malicious behaviour during
monitoring.

This paper first shows that a byte level feature such as
byte n-gram is sufficiently effective for Android malware
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detection. Generalized from natural language processing
(NLP), an n-gram is a contiguous sequence of n items (here,
bytes) from a binary file. This representation, as a type
of bag-of-words representation, ignores the items’ location
inside the binary file and only considers the number of
occurrences of each n-gram. The number of occurrences is
known as term-frequency (tf ) in the NLP community and we
stick to this notation for the byte level n-grams.

Raff et al. [5] showed that the information in byte n-
grams, particularly for n > 2, mostly stems from string
features for the Windows platform. However, it is desirable
to embed both tf and the relationship between byte level
information into the feature set. To this end, we develop a
file representation based on a novel Byte2vec (inspired by
word2vec [6]) representation and combine it with mutual
information (MI) feature selection methods. We call this
model B2V-MI. In B2V-MI, a vector is trained for each
byte n-gram of a given dictionary and then this vector
is scaled up (i.e. multiplied) by its respective raw tf to
capture the term frequencies. Without this scaling, many
files would have more similar feature representations. The
scaled vector representation of the n-grams are combined as
a representation of the file. Our tests show that concatenation
of vectors multiplied by tf strongly outperforms summing up
all the vectors.

In more detail, because byte n-grams ignore the
relationship between nearby n-grams, we use a neural
network to embed this relationship into a vector space. Then,
we use a well-known feature selection method to choose
a minimal set of features/n-grams (here tf ) to multiply
with its respective learned embedding vector. The vectors
are concatenated in a sequence based on the constructed
dictionary of n-grams. This concatenation represents a
file. This representation is fed to a classifier for malware
detection.

We also propose unsupervised mutual information (UMI)
as an alternative to MI. This is the second application
of Byte2vec for feature ranking and selection. Levy and
Goldberg [7] shows that skip-gram with negative-sampling
(SGNS) implicitly factorizes a word-context matrix which
is the pointwise mutual information (PMI) of the respective
word and context pairs. Our empirical experiments (reported
in section 4.2) demonstrate the practical success of UMI.
Thus, UMI is a valid alternative to MI.

The two rich resources of an APK are class.dex and
AndroidManifest.xml files. We call them the .dex and .xml
files in this paper. We show that UMI can be used for feature
selection from both .dex and .xml files. The combination
of selected features of the files is fed to the xgboost4

classifier. We call this scheme Byte level Manifest.xml .dex
Boosting (BXDBoost). BXDBoost is a single model (i.e.
not an ensemble) and our experiments show that the scheme
outperforms the state-of-the-art non-ensemble models.

Supervised feature selection algorithms such as MI
usually observe all the classes of the data. For example,
as a pre-processing phase of byte level n-grams, the most

4https://xgboost.readthedocs.io/en/latest/

frequent n-grams of each class would be selected. Then, the
union of those n-grams is fed to the MI algorithm [8]. This
is because MI measures the mutual information between one
random variable (here the class label) and another random
variable (here an individual n-gram). However, the proposed
UMI algorithm of this paper only require to be trained on
benign data. We again pinpoint that the proposed algorithms
of this paper are unsupervised.

The SGNS algorithm outperforms the Continuous Bag of
Words (CBOW) algorithm in most cases [7]. In particular,
it performs better for infrequent words. Also, SGNS has
theoretical background related to the proposed feature
selection of this paper. In short, we show a method of
training neural network that can be used for both feature
representation and feature selection simultaneously.

Recently, it has been shown that character-based em-
bedding models such as ELMo and Fasttext outperform
word2vec for NLP tasks [9, 10]. In these experiments, the
final embedding vector of a word comes from summing up
all the sub-n-grams of the word. We also used ELMo model
to embed the relationship between bytes into a vector space;
however, we show that ELMo as the state-of-the-art embed-
ding model is not as efficient as skip-gram with negative-
sampling (SGNS) for malware detection.

The polysemy and out-of-vocabulary (OOV) of byte n-
grams are the two possible scenarios. That is, a given
byte n-gram may have different meaning for machine (i.e.
polysemy) or may not appear in the training samples (i.e.
OOV). Both cases are very unlikely because machine codes,
unlike human language, always have the same meaning.
There are exceptions such as when a string contains the
same n-gram as an instruction set. Also, machine codes are
limited to the defined instruction unlike human language that
can be creatively compositional. Using enough samples our
model, we have observed the entire possible vocabulary of
the machine code, in particular for 2-gram.

The aim of this paper is to evaluate the proposed
algorithms for a real-world application. We have tested the
models on 4 real-world datasets: Drebin, DexShare, AMD
and PRAguard. The first three datasets include a wide range
of families collected over 10 years. PRAguard consists of
only obfuscated malware. The four datasets are all publicly
available. Our benign set was randomly collected from
Google Play5, a popular market for android apps.

Contributions:
- We develop a feature representation to embed the

semantic similarity of byte n-grams into a vector space. We
adapt word2vec to byte level features of files. This algorithm
compared to word2vec [11] and [12] is faster and makes no
assumptions about the file structure.

- We propose UMI, an unsupervised feature selection
algorithm, and show its close conceptual relationship to MI.
To the best of our knowledge, no prior studies have been
investigated unsupervised feature ranking method based
on the semantic similarity of byte n-grams for malware
detection.

5https://play.google.com/store/apps

https://xgboost.readthedocs.io/en/latest/
https://play.google.com/store/apps
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- To the best of our knowledge, this is the first time a
sub-n-gram based embedding model (i.e. ELMo model) is
explored for malware detection. We show that ELMo is not
as efficient and accurate as SGNS for malware detection
task.

- We evaluate our algorithm in the cross-dataset setting in
two different ways. Byte2vec is trained only on a particular
benign set during all experiments and tested on all datasets.
Also, the classifier is only trained on a non-obfuscated
dataset (DexShare) but we also test on an obfuscated dataset.
The proposed scheme is based on static bytel-level analysis
of .dex and .xml files to detect malware, without any
disassembling, reverse engineering or dynamic analysis.
Our tests show very promising results on a wide range of
obfuscated malware with a false negative rate of only 0.3%
and a false positive rate of 2.0%.

Section 2 presents the related work to this paper. Section
3 presents a detailed description on the both Byte2vec
representation and selection. The empirical evaluation of the
proposed models is presented and discussed in the section 4.
The last section is conclusion.

2. RELATED WORK

Malware representation and detection using machine
learning is a mature technology. Since this paper is based
on embedding algorithm, we only focus on closely related
work to this paper.

Different embedding methods have been successfully
adapted for malware detection [13, 14, 15]. MalDozer uses
the raw sequence of the app’s API method calls to train a
malware detection scheme [13]. The scheme is partly based
on an embedding space which embeds the relationships
between API calls into the vectors. MalDozer is based on
static analysis but it requires heavy reverse engineering to
extract the sequences of API calls and also not resilient to
obfuscated malware.

MalConv aims to address the adversarial learning problem
in the context of malware detection [14]. The model has
an embedding layer, in a look-up table fashion, that maps
each input byte xj to an 8-dimensional vector. The entire
network is trained using the well-known back-propagation
(BP) algorithm rather than separately training the embedding
vectors. Chistyakov et al. [15] use an autoencoder to
embed a malicious programs behavior graph into the
continuous vector space. Although their algorithm has no
direct connection to word embedding except for being
unsupervised, their continuous vector representation using a
type of neural network is related to this paper. However, their
embedding models are completely different from Byte2vec
both in terms of training algorithm and topology. Also, an
auto-encoder reconstructs the input through encoding and
decoding layers while the output of the encoding layer is
typically the embedding space. In our model, the weights of
the neural network are the embedding space, not the latent
representation of the input.

In a more closely related work, Popov [11] proposed to
use the word2vec embedding model for malware detection.

In their method, each instruction is represented by a
vector obtained from the word2vec model [6]. This vector
representation is fed to a fully-connected network, making
an integrated system for malware detection. Another close
work to this paper is the application of word2vec to
Windows portable executable (PE) file headers by Raff et al.
[12]. They successfully used byte n-grams for embedding.
But their model can only analyze a small portion of a
PE file. In contrast, our proposed technique provides a
representation for the entire file irrespective of its size or
type.

The main advantage of our paper compared to Popov [11]
and Raff et al. [12] is that our method is faster; Popov [11]
needs the machine code to be disassembled and Raff et al.
[12] rely on the file structure. Our algorithms do not require
any disassembling, reverse engineering or dynamic analysis
of samples. Also, because our proposed models make no
assumptions about the file structure, both .xml and .dex files
can be analyzed.

We could not find any prior work that use the character-
based embedding models for malware application domain
while they have been successfully used for human language
analysis [9, 10]. In an innovative algorithm, we use ELMo
model, as a particular case of character-based embedding,
for malware detection.

Classifiers such as xgboost implicitly select features [16]
when applied on an entire n-gram set. However, explicit
feature selection using MI shows good performance for
malware detection [8, 17]. MI is a supervised method
that is fast and efficient. In unsupervised algorithms, a
common criterion in unsupervised feature selection is to
select features that best preserve similarity or manifold
structure that is developed from the entire feature space
[18]. However, we are not aware of any unsupervised feature
selection learning algorithm based on word embeddings,
particularly for malware detection.

The preliminary tests of Byte2vec was presented in [19].
In this prior work we evaluated the improvement of the
models discriminability. That is, Byte2vec is introduced as
a potential latent representation for Android Apps. In the
current paper, we go beyond feasibility study and develop
a concrete scheme for malware detection.

3. BYTE2VEC REPRESENTATION AND SELEC-
TION

Figure 1 illustrates the detailed schematic of the proposed
models. It is true that Byte2vec is an adaptation of the
word2vec embedding algorithm [6], this paper opens further
potential of this algorithm, in particular, for malware
detection. In detail, Byte2vec is a shallow neural network
in which the weights of a layer model the byte n-grams
(words in NLP) of a corpus and the other layer weights
model the context byte n-grams. There are two commonly
used topologies: continuous bag-of-words (CBOW) and
continuous skip-gram.

We use continuous skip-gram with negative sampling
(SGNS) to obtain an integrated model for both representa-
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FIGURE 1: A detailed schematic of the proposed algorithm. The values in the figure are only examples. Also, for the sake of
simplicity, the encoding of the skip-gram is a subset of the actual encoding.

tion and selection. In this model, the relationship between
each byte n-gram and its surrounding (context) n-grams is
embedded into the first layer weights. The activation func-
tion of this layer is linear. Later in this paper, we will show
that the weights of the output layer are highly informative
to measure the distance between a n-gram embedding vec-
tor with its context embedding vector. The network is trained
with the commonly used BP algorithm.

Assuming each file as a document, the byte n-grams (e.g.
byte 2-gram: 0x6465 0x6578 0x780A 0x0A30 0x30E2 ...)
of all individual files builds one corpus. Assume a corpus of
n-grams b ∈ v and their context n-grams c ∈ v over the
vocabulary v. After training, each n-gram b and respective
context c is associated with a vector of dimension d. We
denote the vectors by b, c ∈ <d . For training, given a
sequence of training n-grams bi−l, ..., bi−1, bi+1, ..., bi+l,
where l is the window size, the SGNS objective function for
each b and set of c in the window is as follows:

log σ(b · c) +
∑

cj=1,..,k∈Cneg

log σ(−b · c) (1)

Where σ(x) = 1
1+e−x , k is the number of negative

samples and Cneg is the sampled context (see [6, 7]).
To use the learned vectors, for all n-grams of a file,

the respective embedding vectors can be element wise
summed up

∑n
u=1Bu where n is the number of n-grams

of each file. This additive composition results in a fixed
size vector with dimension d. Garten et al. [20] observed
that concatenation of the vectors outperforms addition as a
composition method. However, concatenation of the vectors
is not feasible for representing a file because the file sizes are

unbounded and so the concatenations are also unbounded.
Thus, it is required to select effective n-grams for the
detection task.

A successful feature selection technique for the malware
application domain is MI [17, 8]. The technique measures
the relationship between two random variables. For byte-
level features, it measures the average impact of each feature
in determining the class. More formally, the MI is as
following:

I(bv,Y) =
∑
y∈Y

∑
bv∈V

p(bv,y) log

(
p(bv,y)

p(bv)p(y)

)
(2)

Where p(bv,y) is the joint probability function of bv ∈
V and v = 1, .., N ; N is the number of samples in
a dataset and Y is the corresponding labels; and p(bv)
and p(y) are the marginal probability distribution functions
of bv and Y respectively. For each of the top-ranked n-
grams, we incorporate the tf by multiplying the embedding
vector b by the respective term frequency (tf ). We then
concatenate the scaled embedding vectors to construct the
file representation. The number of selected n-grams is a
pragmatic choice (e.g. top 100).

In addition to the proposed file representation, we
propose an unsupervised feature selection method. Levy and
Goldberg [7] showed that SGNS implicitly factorizes the
matrix M = B · CT, where B and C are the embedding
matrix and context matrix respectively. The matrix M is:

MSGNS = B ·CT = PMI(b, c)− log k (3)
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Where PMI is the point-wise mutual information of the
respective n-gram and context pairs, and k is a shifting
scalar element. The entries of the matrix M correspond to
a measure of distance between the n-grams and the context.
More precisely, the diagonal entries of M measure the
association between an n-gram b and the respective context
c by calculating the log of the ratio between their joint
probability and their marginal probabilities. This implicit
factorization can be explicitly computed using dot product
on B and the respective context C.

There is evidence that the less frequent n-grams do not
appear together (see [7]), resulting in a negative matrix
entry and a pair of frequent n-grams that is never observed
occurring together yields a zero entry. This trend for the
diagonal entries says n-grams with its respective context can
be negative when the n-gram appears in a wide range of
context.

Indeed, the distance between each embedding B and
the respective context embedding C is some association
measure between the n-gram b and the context c. Thus, the
diagonal entries of the matrix M is an implicit MI. Mimno
and Thompson [21] visualized this concept for human
language and try to analyze Word2vec geometrically. We
propose that the entries can be considered as an unsupervised
feature ranking. BXDBoost uses this technique. The
algorithm 1 specifically presents BXDBoost.

Algorithm 1 The algorithm of BXDBoost
1: procedure tfSimhash(Dataset, ngram, i, j)
2: dictionarySize← 28∗ngram

3: top-ngramsd,x ← i, j
4: repeat for each benign APK file
5: .dex, Manifest.xml← Unzip(APK)
6: ngramStrd,x ← ngram(.dex, Manifest.xml)
7: All benign files
8: ngramStrd,x ← Conc(ngramStrd,x)
9: Bd and Cd,Bx and Cx ← SGNS(ngramStrd,x)

10: Top-ngramdi
, Top-ngramxj

← BdCd,BxCx

11: repeat for each sample
12: tfdi,xj

← dic(HexStr.d,x, Top-ngramd,x)

13: either Malware or Benign← xgboost(Conc(tfdi,xj
))

4. EMPIRICAL EVALUATION

To evaluate the proposed algorithms, we conducted a
number of tests on a range of datasets collected from the wild
for the Android platform: Drebin [22], DexShare [23], AMD
[24] and PRAGuard [25] (see table 1). We focus on intact
samples. The Drebin malware set consists of 5560 malware
of which 5,555 are intact, having both a full .dex and
.xml file. DexShare consists of 20,255 complete malware.
AMD contains 24,553 malware samples, of which 24,508
are intact. Drebin, DexShare and AMD have 179, 309 and
71 malware families respectively. Our malware sets range
over the period from 2007 to 2016.

The PRAGuard samples were obtained by obfuscating

Dataset Type Qty Max. Min. Ave.

Drebin Malware 5,555 06.0 2.3 0.36
Benign 5,555 13.5 1.4 3.00

DexShare Malware 20,255 09.2 1.0 0.65
Benign 20,255 10.5 1.9 1.56

AMD Malware 24,508 47.0 36.8 2.57
Benign 24,508 21.5 4.8 1.53

PRAGuard Malware 1,250 15.3 30.8 1.20
Benign 1,250 20.3 4.8 1.57
Benign 22,754 23.0 4.8 1.53

TABLE 1: The statistics of the datasets. Max, Min and Ave
stand for maximum size (MB), minimum size (KB) and
average size (MB) of the files respectively

the Contagio Minidump datasets6 and the MalGenome7

with seven different obfuscation techniques. We used
MalGenome with 1250 samples for all seven types of
obfuscations. That is, we used 7 malware sets each of which
contains 1250 obfuscated samples.

We collected our benign samples from Androzoo, a freely
available APK repository [26]. The benign samples are also
collected during 2006-2016. For each of the three malware
sets, we randomly choose clean APKs from our collection to
equal the number of malicious samples.

The metrics for our two class classification tasks are based
on the confusion matrix:

Predicted
Benign Malware

Actual Benign True Negative (TN) False Positive (FP)
Malware False Negative (FN) True Positive (TP)

The common performance metrics are:
False Negative Rate (FNR) = FN

TP+FN

False positive rate (FPR) = FP
TN+FP

f1-score = 2 ∗ precision∗recall
precision+recall

Where Recall (a.k.a detection rate or sensitivity) =
TP

TP+FN = 1− FNR, and Precision = TP
TP+FP

We also used AUC as the area under receiver operating
characteristic (ROC) curve. AUC is the probability that a
classifier ranks a randomly chosen positive sample higher
than a randomly chosen negative sample.

4.1. Experimental setup

We choose XGBoost as the classifier mainly because
adversarial attacks against non-differentiable algorithms
[27] require complicated algorithms compared with deep
neural networks [28, 29]. While using XGBoost may
improve the scheme’s security, evaluating the proposed
model against adversarial attack is left as future work. In
terms of efficiency, Wang et al. [8] showed that XGBoost
has very good performance compared with other classifiers
when byte-level features are used. Additionally, Transcend

6http://contagiominidump.blogspot.com/
7http://www.malgenomeproject.org/

http://contagiominidump.blogspot.com/
http://www.malgenomeproject.org/
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FIGURE 2: The scheme of the applied ELMo on the .xml files. The presented values (i.e. 6e65 65ab ab4c 65ab ab4c 4c21) are
only naive examples of 2-gram of a given file.

[30] evaluated the capability of XGBoost to deal with
concept drift, that is, the performance of a model degrade
over time [31]. We fix the hyper-parameters the same as
Wang et al. [8] for all experiments; however, to compare with
related work, we tune the hyper-parameters for BXDBoost.
The grid search result for maximum performance of
BXDBoost is num boost round = 500, max depth = 6, eta
= 0.1, colsample bytree = 0.8.

Throughout the experiments, we kept the training data
balanced (i.e. malware to benign ratio (MBR) is 50%). When
testing on obfuscated malware samples, we use the malware
to benign ratio (MBR) at around 5%. We fix the decision
threshold to 0.5 for each class. It is worth noting that for the
ROC curve, the threshold is not fixed.

During our experiments, we use 2-grams and 5-fold cross-
validation. We observed that the unigrams are not effective at
all. This might be because in a dictionary size 256, opcodes
of .dex files are 1 byte and they cannot be distinguished
from the characters of strings. We present mean and standard
deviation (Std) of all 5-folds in the tables. It is usual to
present FPR as a fixed value rather than mean (±Std). We
also calculate FPR in this way.

A main reason to choose 2-gram is because we think
most Android instructions are 2 bytes long. The relationships
between these 2-grams are captures in the Byte2vec coding
and these relationships can capture larger byte sequences
through the context embedding. We do not use n > 2
because we may skip important information. It is true that
combining larger n-grams with 2-gram may improve the
performance, this combination is a potential future research
direction.

For B2V-MI, the embedding vector dimension is 10 while
for UMI the embedding dimension is 100. We observed that
embedding vector size 10 is sufficient for the classification
task and 100 is sufficient to rank features. Mimno and
Thompson [21] showed the angle between embedding and
context vectors is effectively controlled by the number of
negative samples. However, to have a fair comparison we fix
the number of negative random sampling to 10 and the size
of context window is 10.

It is important to note that after unzipping benign APKs,
we train Byte2vec for .dex file and .xml file separately. This
is because n-grams and their context inside a .dex file have

different meanings than n-grams inside the .xml file.
To train the learning-based models, we used about 1000

clean APKs. We observe that more than this number of apps
does not improve the performance. That is, this is enough
2-gram observation. We used Python Gensim to implement
Byte2vec. Also, when it comes to using MI, we use the
Drebin dataset to rank n-grams and use this ranking during
all experiments for all other datasets.

4.1.1. ELMo as a baseline
Figure 2 presents our ELMo scheme. The model consists of
two bidirectional language models (biLM), each based on
LSTM cells (here 1024 cells), followed by one feedforward
layer. In short, input n-grams feed to the character-based
representation in which n-grams parse to its sub-n-grams.
To extract features, we used Peters et al. [10] codes8 and
we stick to their notations and configurations. The extracted
feature vectors of ELMo are functions of the entire input
file. That is, for a n-gram representation of each file, the
model generates three vectors that we sum them element-
wise, resulting vector size 1024. The sub-n-grams range are
1 (nibble), 2 and 3.

4.2. Results and discussion

In this section, we first investigate the performance of
Byte2vec using only the .dex file. This includes using
different classifiers to evaluate Byte2vec, visualization of
the learned n-grams, and improving the performance. These
experiments will practically explore the performance of our
learning-based algorithm.

In a second thread of experiments, we will present the
results of our feature selection algorithm applied to the
.xml file. Finally, we propose our BXDBoost malware
detection scheme that combines the byte level features of
both the .dex and .xml files using the xgboost classifier. It is
worth mentioning again that the Byte2vec network used to
extract features from .dex files is trained only on .dex files.
Similarly, for feature extraction of .xml files, Byte2vec is
trained on .xml files.

8https://github.com/allenai/allennlp

https://github.com/allenai/allennlp
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FIGURE 3: The box plot of byte-Word2vec representation f1-score with 100 iteration on the 5-fold cross-validation, for Drebin
(left panel) and DexShare (right panel) [19].

4.2.1. Byte2vec Evaluation
In the first experiment, we evaluate the improvement of
a model’s discriminability. To this end, we have an intact
and fix setting and have a range of models to evaluate
the representation. In the feature space, one option is the
concatenation of embedding vectors that results in a high
dimensional feature space. Feature selection can reduce this
high dimension representation. However, our goal is not
having a top performance but a comparison between learned
embedding and random embedding.

The second option is we sum all the embedding vectors
of a file. This option is more appropriate for the goal of this
experiment. Because summing up all the vectors produces
an intact and fix setting for the representation. In detail, we
multiply each embedding vector by the term frequency and
then sum the resulting vectors to represent an entire file. In
this approach, we do not use any feature selection algorithm
because summing the vectors results in a fixed-size vector
regardless of the number of n-grams. We have observed that
Byte2vec with an embedding vector size smaller than 100
performs poorly because the feature space after summing all
the vectors is the same dimension as the embedding vector
and is too small to carry the information of a file.

We have three different embeddings including Byte2vec,
uniformly random embeddings and random Bernoulli
embeddings with values of 1 and -1 [19]. For classification,
we use XGBoost, Support Vector Machine (SVM) and k-
nearest neighbors (K-NN). We use grid search to optimize
the hype-parameters of the K-NN (ranges from 1 to 20 for
n neighbors and either uniform or distance for weights) and
SVM (range from 10−4 to 104 for both C and gamma). The
scikit-learn Python library was used for implementation.

Figure 3 shows that Byte2vec outperforms the other two
embeddings on both the Drebin and DexShare datasets. In
general, Byte2vec outperforms the other embeddings by
1-2% in f1-score for all three classifiers. Similar results
are observed for both datasets. Table 2 shows the p-
values of a Wilcoxon rank-sum test comparing randomised
cross-validation performance of Byte2vec with the other
embeddings. The results are very highly significant,

TABLE 2: The pvalue of the Wilcoxon rank-sum test
conducted on Drebin and DexShare datasets using 3
different classifiers. The pvalues are Byte2vec vs Bernoulli
distribution and Byte2vec vs Uniform distribution.

XGBoost SVM K-NN
Dataset Ber Uni Ber Uni Ber Uni

Drebin 1.4e-28 1.2e-29 5.2e-26 6.4e-22 1.2e-19 2.8e-29
DexShare 2.5e-34 3.0e-34 2.5e-34 2.7e-34 1.3e-33 2.5e-34

confirming that Byte2vec consistently outperforms the
other embeddings. As expected, that the results are more
statistically significant for DexShare due to the larger
number of samples than Drebin.

Although this experiment uses three classifiers, the
purpose is not comparison of the classifiers but to
demonstrate that Byte2vec consistently outperforms the
other embeddings. For reasons discussed in section 4.1, the
remaining work focuses on XGBoost, even though SVM
and/or K-NN may sometimes outperform XGBoost.

4.2.2. Byte2vec Capability
Table 3 presents the f1-score versus the number of
selected features for Drebin, DexShare and AMD. We
conducted more detailed experiments on Drebin, comparing
different methods of feature selection. R represents random
feature (n-gram) selection without any embedding. RV-
MI represents MI feature selection combined with random
embeddings. B2V-MI is our proposed method combining MI
feature selection with Byte2vec embedding. As expected,
random feature selection perform worse than either of the
methods that use MI. B2V-MI outperforms RV-MI, showing
that the SGNS training embeds the relationship between the
n-gram and its context into the representation vector. Both
the RV-MI and B2V-MI produce representations that are 10
times larger than the original feature space because each
tf is multiplied by its respective embedding vector before
concatenating them.

Figure 5 illustrates both FNR and FPR for Drebin,
DexShare and AMD datasets as a function of the number
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FIGURE 4: The middle panel is t-SNE representation of Byte2vec. Red points are 100 random n-grams out of the top 5000
n-grams ranked by MI. The left and the right panels zoom in the indication of the t-SNE representation.

FIGURE 5: FNR and FPR versus the number of selected features ranging from 100 to 500 vocabulary size for Drebin, DexShare
and AMD datasets.

TABLE 3: Mean and Std of f1-score of algorithms on .dex
file. n is the number of selected features.

Dataset Model n=100 n=200 n=300 n=400 n=500

Drebin R 92.45% 94.44% 95.10% 95.50% 96.03%
(±0.40%) (±0.65%) (±0.22%) (±0.33%) (±0.48%)

RV-MI 93.28% 94.18% 94.72% 95.14% 96.93%
(±0.47%) (±0.38%) (±0.26%) (±0.50%) (±0.38%)

B2V-MI 96.62% 96.98% 97.14% 97.28% 97.43%
(±0.10%) (±0.20%) (±0.14%) (±0.41%) (±0.28%)

DexShare B2V-MI 94.58% 95.53% 95.96% 96.22% 96.35%
(±0.20%) (±0.10%) (±0.15%) (±0.10%) (±0.18%)

AMD B2V-MI 95.11% 96.35% 97.05% 97.52% 97.90%
(±0.30%) (±0.20%) (±0.15%) (±0.16%) (±0.17%)

of selected features. Both measures have similar trends in
DexShare and AMD, with a linear improvement in the false
rates. However, there is only a small improvement in FNR
and FPR for B2V-MI on the Drebin dataset. Despite this,
B2V-MI is consistently better than the random baselines R
and RV-MI on this dataset.

A common method for human understanding of word2vec
is visualization. Figure 4 presents the t-SNE representation
of the trained embedding vectors with dimensionality 10.

The diagram shows that the trained vectors are usefully
clustered in the space. The red points in Figure 4 represent
the top vectors selected by MI. These points are themselves
clustered. The detail panels in figure 4 show that top-
ranked vectors that are close to each other have common
components. Where the first byte is the same, the n-grams
probably represent instructions with the same op-code.

In contrast, we found that the t-SNE representation of
top ranked Byte2vec embeddings based on UMI feature
selection has a scattered distribution. Correspondingly, we
observe that B2V-UMI does not perform well. A possible
cause of this behaviour is that UMI uses 100-dimensional
embeddings for feature selection, and then B2V uses 10-
dimensional embeddings for inference. However, a small
embedding dimension for UMI does not perform well, and a
large dimension for B2V is not practical due to the excessive
size of the final concatenated representation of the file. MI
does not depend on an embedding, relying instead on the
tf, so it also performs well in combination with different
embeddings.
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4.2.3. Unsupervised Feature Selection
We also tested our feature selection and training algorithm
on the .xml bytes. Table 4 shows that the .xml bytes
using UMI is highly informative to detect malware. The
baseline in table 4 is the commonly-used permissions
features extracted from .xml. We also show the results of
our ELMo feature extraction method. Both ELMo and UMI-
x outperform the permissions baseline, but UMI-x is clearly
also outperforming ELMo.

We constructed the permissions vocabulary in table 4 by
reverse engineering the APKs using APKtool9. The entire
permissions vocabulary extracted from Drebin has 2447
items. Because UMI is trained only on benign samples,
for a fair comparison we also use the Drebin permissions
vocabulary for the DexShare and AMD datasets. The
classifier used with the permissions feature set and with
UMI-x is xgboost, whereas it is a deep fully connected
neural network for ELMo features. Because the ELMo
model requires huge computational resources, it was only
possible to implement it on the .xml file and only for the
Drebin dataset10.

Table 4 shows that UMI-x outperforms both ELMo
and the permissions baseline. This is because UMI-
x automatically extracts useful byte level features from
the .xml file in contrast to the baseline which extracts
only permissions. The ELMo representation uses sub-
n-gram features and this may make the benign and
malware representations less informative for the classifier.
In particular, ELMo is a state-of-the-art character-based
embedding that is designed to handle out-of-vocabulary
and polysemic words [9, 10]. Polysemy is not common in
machine code because machine instructions have clearly
defined semantics. A small amount of polysemy occurs at
the byte level due to embedded data and addresses which
may mimic instructions. Out-of-vocabulary words are also
more common in human language than machine codes. For
these reasons, the special capabilities of ELMo are not
beneficial and likely to distract the classifier.

We combine the .xml and .dex feature sets by concatenat-
ing the tf vectors computed for the pair of files. Applying
the xgboost classifier produces our proposed Binary Xml
Dex Boost algorithm BXDBoost. Table 6 presents BXD-
Boost performance compared with state-of-the-art models.
Grosse et al. [32], Li et al. [33] and Mamadroid [2] also re-
port successful applications of static analysis on Drebin and
AMD. Although all three used different algorithms, the fea-
ture space for each of them is basically the same being based
on API calls. Grosse et al. [32] has the smallest feature set
size of 44,942 while Li et al. [33] uses 93,324 and 294,019
features for Drebin and AMD respectively and Mamadroid
[2] uses over 116,281 features for Drebin. In contrast, BXD-
Boost uses only 10,000 features, 5,000 from each of the .xml
and .dex files, which represents around 10% of the original
feature space. Although Malytics [23] introduced an even

9https://ibotpeaches.github.io/Apktool/
10The ELMo-related experiments were undertaken with the assistance

of resources and services from the National Computational Infrastructure
(NCI), which is supported by the Australian Government.

TABLE 4: The performance of UMI on .xml files (UMI-x)
compared with other static feature sets derived from .xml.

Dataset Model FNR f1-score FPR

Drebin UMI-x 2.60% 97.00% 3.30%
(±0.23%) (±0.17%)

ELMo (Deep learning) [10] 5.0% 95.87% 3.20%
(±2.30%) (±1.00%)

permissions 5.19% 95.60% 3.56%
(±0.51%) (±0.38%)

DexShare UMI-x 3.70% 96.14% 4.00%
(±0.5%) (±0.30%)

permissions 4.30% 95.65% 4.50%
(±0.40%) (±0.37%)

AMD UMI-x 2.80% 96.86% 3.50%
(±0.30%) (±0.17%)

permissions 4.20% 95.91% 3.90%
(±0.16%) (±0.16%)

FIGURE 6: The ROC curve and AUC of BXDBoost on
Drebin, DexShare and AMD datasets.

smaller feature space than ours, the information lost in the
feature extraction phase causes a considerable performance
reduction in their work. Figure 6 presents the ROC and re-
spective AUC of BXDBoost on the three data sets. The per-
formance differences reflect differences in the complexity of
the datasets — DexShare with the least AUC captures data
over the widest time period and includes samples of 300 dif-
ferent malware families [23].

PRAGuard uses 4 different techniques to obfuscate
samples. Their trivial techniques (TRI) only affect strings,
replacing the names of all packages, methods, classes,
fields and source files of an Android application with
random letters. Their non-trivial techniques affect both
the strings and the bytecode of each executable; these
techniques are reflection (REF), string encryption (SE), and
class encryption (CE) [25]. PRAGuard also offers three
combined obfuscation techniques: TRI+SE+REF, TRI+SE
and TRI+SE+REF+CE.

Using static feature sets, it is more difficult to detect
obfuscated malware than non-obfuscated malware. Table 5
shows that n-grams selected by MI based on the DexShare
dataset do not yield good performance for the obfuscated

https://ibotpeaches.github.io/Apktool/
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TABLE 5: Comparative results for our classifiers trained on the DexShare dataset with median performance of vendors on
virustotal.com. Test results on PRAGuard malware show FNR, and FPR is shown on 22,754 clean APKs — the malware to
benign ratio (MBR) is around 5%.

PRAGuard (FNR) Benign FPR
Model REF TRI SE CE TRI+SE+REF TRI+SE TRI+SE+REF+CE

MI+xgboost 4.0% 13.2% 14.0% 10.00% 24.7% 08.00% 21.50% 3%
BXDBoost 2.0% 01.2% 09.0% 02.60% 02.8% 02.70% 00.30% 2%
Sen et al. [34], CoAV-1 6.10% 6.10% 6.10% 1.15% 5.75% 5.76% 1.15% −
Sen et al. [34], CoAV-2 3.45% 3.45% 3.54% 6.91% 3.62% 3.45% 0.00% −
Vendors 2.0% 09.0% 11.5% 34.50% 57.7% 59.00% 61.50% −
AndrODet [35] − 7.89% 18.59% − − − − −

TABLE 6: The performance of BXDBoost compared
with other related work. EV represents the entire 2-gram
vocabulary (65k 2-grams) using the xgboost classifier.

Dataset Model FNR f1-score FPR

Drebin EV 1.50% 98.10% 2.3%
(±0.40%) (±0.30%)

Grosse et al. [32] 6.37% − 3.96%
MAMADROID [2] 3.00% 96.00% −
BXDBoost 1.06% 98.40% 2.16%

(±0.25%) (±0.50%)

DexShare Malytics [23] 4.72% 95.96% 3.30%
(±0.5%) (±0.38%)

BXDBoost 2.50% 97.74% 2.00%
(±0.27%) (±0.14%)

AMD Li et al. [33] 0.80% 99.28% 0.93%
BXDBoost 0.92% 99.08% 0.92%

(±0.20%) (±0.11%)

dataset. Our queries from virustotal.com also show that
signature-based anti-malware also has poor performance on
the obfuscated malware. For signature-based methods, we
consider detection to be successful when at least half of the
vendors on virustotal.com flag the file as malware, reflecting
the median performance of commercial products.

BXDBoost performs poorly when only string encryption
(SE) is used for obfuscation because byte level n-grams rely
on strings. Sen et al. [34] recently proposed a new model for
detecting Android obfuscated malware using static features.
Table 5 shows that BXDBoost outperforms this new state-of-
the-art model (CoAV-1,2) for most obfuscated techniques.
More interestingly, in BXDBoost the byte level information
of the .dex file and .xml complement each other, yielding
very good results for samples with combined obfuscation
techniques. In fact, more combined obfuscation methods
produce improved detection because it is more clear to
the classifier that the samples are malware. In contrast,
the commercial signature-based methods perform worse
when obfuscation techniques are combined. We also report
the false positive rate on a large collection of 22,754
benign APKs. BXDBoost has a false positive rate of 2%,
outperforming MI+xgboost.

Table 5 is also useful to compare the features selected by
MI and UMI when testing on the PRAGuard dataset. UMI
is the feature selection method in BXDBoost. It is worth
mentioning that UMI is unsupervised while MI (a common
technique) is a supervised algorithm.

4.2.4. BXDBoost Run-time Performance
We also evaluated the efficiency and scalability of
BXDBoost and experiments show the run time performance
of the proposed byte level features space is highly desirable.
Our machine specification is Intel(R) Core(TM) i7-4790
CPU @ 3.60GHz, 32.0 GB RAM and SSD disk drive. This
good run time performance is due to the low dimensional
feature space. It is worth noting that SGNS is a window
based algorithm, thereby Byte2vec does not requires a huge
amount of memory.

Table 7 shows the required time to extract features and
make prediction for one fold of Drebin (2,222 samples). In
the feature extraction phase, entire vocabulary (EV) is the
only competitor with BXDBoost. In contrast, the required
time and memory to make prediction for a typical test set
such as Drebin is about 3 and 2 times less for BXDBoost
respectively. The other feature learning based model of
this paper is ELMo. Our experiments show not only the
generated features of this recurrent neural network performs
week, ELMo requires a considerable time and resources
even if it is implemented only on .xml file. One of the plus
point of using permissions is that the ultimate feature space
of permissions is small (about 3000) compared with other
models. This fairly small feature space helps xgboost to
make faster decision whereas obtaining this feature set is
time demanding with a week performance compared with
BXDBoost.

On average, Drebin [22] requires less than a second
to analyse an app in a regular computer and 10 seconds
on popular smartphone models. The analysis of an app
using BXDBoost requires (see table 7, 936s/2222 = 0.42
seconds) less than half a second in our machine. Assuming
the hardware of computers and smartphones have been
developed equally, BXDBoost requires less than 5 seconds,
on average, to analyse each app.

A concern of real world application is the scalability of
a malware detection scheme. That is, a desirable model
still needs to be efficient for a range of inputs. Gao et
al. [36] proposed a graph-based model with competitive
performance while the feature space dimension changes
depended on the input size. Table 8 presents the required
time to extract features of a typical APK for both BXDBoost
and Permissions. The first point is that since a APK consists
of different resources also including .dex and .xml, APKs
with bigger size not necessarily have sizable .dex and .xml.
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TABLE 7: The run-time performance and f1-score of
BXDBoost on the one fold of Drebin (2,222 samples). S, h, d
and G stand for second, hour, day and gigabyte respectively.

EV BXDBoost ELMo Permissions

f1-score 98.10% 98.40% 95.87% 95.0%
Feature extraction 0.25h 0.26h 1.05d 4.50h
Classification 0.15s 0.05s 0.14s 0.03s
Memory 32G 12G 256G 12G >

TABLE 8: The required time (second) to extract features of
a typical APK in BXDBoost and for extracting permissions.
The values are approximated using randomly selected APKs.

APK size 10K 50K 500K 1.5M 5M 10M 15M 20M

BXDBoost 0.008s 0.02s 0.2s 0.38s 2.4s 2.5s 2.2s 2.0s
Permissions 2.000s 2.10s 2.3s 2.80s 3.8s 3.8s 3.7s 3.3s

The main point is that feature extraction using BXDBoost
is considerably faster than extracting permissions of a APK,
in particular for smaller APKs. This is because to obtain
permissions, APK needs to be reversed engineered. This
process is a bottleneck for implementing the real word
applications of models such as MAMADROID and Gao
et al. [36] both based on APIs. For instance, Gao et al.
[36] prototype could analyze the Facebook app either in 41
seconds or 34 seconds and our implementation to extract
permissions of the app requires 7.2 seconds. However,
the proposed malware detection scheme of this paper (i.e.
BXDBoost) only requires 1.2 second. This is because
Facebook app is about 65.9MB including .dex and .xml
files with size 1.8 MByte and 338 KByte respectively.
BXDBoost hashes the files without reverse engineering the
app and prediction takes a negligible time. It is worth
noticing that the reporting BXDBoost run-time is relative
to the prior works based on our prototype and this run-time
performance can be significantly improved on the actually
implementation for the end-user.

5. LIMITATIONS AND FUTURE WORK

A limitation of embedding the byte n-grams into a vector
space using the proposed models of this chapter is that the
models can only be trained for n-gram with n = 1 or 2. This
is because n-grams with n > 2 have a very large vocabulary
size that makes training of our neural networks almost
intractable. One possible option is to first select n-gram
items with a high MI score and then train the network using
only these n-gram items. This option is neither theoretically
nor practically acceptable since the embeddings are based
on a sliding window over the n-grams. With a restricted
vocabulary, it is highly likely that none of the surrounding n-
grams in the window will be included in the vocabulary, and
the embedding cannot be trained. This limitation applies to
both B2V-MI and UMI. For a dense deep network with AE
topology, training phase requires a huge memory. We have
done practical experiments for larger n-grams and they also

confirm these limitations.
A possible direction of research to mitigate the limitations

of embeddings and also enhance the embeddings representa-
tion is to embed characteristics of entire n-grams of a binary
file along side the sliding window over n-grams into the vec-
tor space. That is, an entire file is also embedded into the vec-
tor as a localization embedding while the network is being
trained for embedding each byte n-gram. Also, the extensive
evaluation of concept drift is the potential future work.

6. CONCLUSION

In this paper, we propose a learning-based file feature
representation and selection method for malware detection.
The feature representation algorithm, which we call
Byte2vec, embeds the semantic similarity between each
n-gram and its context n-grams into a vector. To obtain
the vectors, we train a shallow neural network with the
same structure as commonly used for word2vec in the
natural language processing community. The representation
of a file is the concatenation of the learned embedding
vectors, each scaled up by the number of occurrences (a.k.a
term-frequency) of the respective n-gram. To handle the
unbounded file structure, we use mutual information (MI)
for feature selection.

Our Byte2vec model has another application for malware
detection. We have shown it can be successfully used for
unsupervised feature selection, which we call UMI. The
model only observed benign software samples and yet could
generalize for novel datasets. In fact, UMI selects n-grams
that lie within a certain distance in the embedding space
from their respective surrounding n-grams. We observed
that using both .dex and .xml files with the xgboost
classifier outperforms our baseline and other state-of-the-art
techniques. Indeed, the critical characteristics of BXDBoost
are not only improved performance compared with prior
models but on a wider range of sample types including
obfuscated malware. In addition to consistent efficiency, the
scalability and resiliency of the model makes it a strong
alternative for real world malware detection application.
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